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Editorial

Dear Readers,

Welcome to the traditional end of year issue, this time entirely dedicated to
the FinTech world.

It is increasingly clear that the future of finance cannot be separated from
digitalization.
Technological change has been affecting the world of banking and financial services
for some years, leading the financial institutions to continually redefine their business model as well as to realize the importance of data management and the relevance
of artificial intelligence.
It is therefore appropriate to try to clarify the many nuanced meaning of FinTech, a
concept that is in constantly evolving and embedded into a sector in which innovation runs much faster than regulation and the ability of the actors to adapt to it; for
this reason, iason proposes you a series of insights into the FinTech world, with the
aim of providing you a map that will help you navigate the various challenges and
opportunities that finance and technology bring with them.

The magazine opens with the section “Just in Time” where you can start
exploring various topics in the FinTech world, including the Casual AI.
A. Menegon in “Causal AI: not the AI you use to know” shows you how Causal AI
is growing fast as a branch of AI which can help in overcoming different barriers
and constraint classic AI has.

The paper “EU Regulation on Artificial” by D. Esposito, A. Bove Natellis, M.
Cecchin and U. Filipponi follows: a drill-down of some initial principles and guidelines that European supervisors and regulators have outlined in order to manage the
new risks arising from AI.

Later you can read the article by D. Rubicondo and L. Rosato " Intelligence AI
Fairness Addressing Ethical and Reliability Concerns in AI Adoption ". It analyzes
the growing concerns about the AI reliability, resilience along with several ethical
threads, which extend well beyond AI failure or malicious use.

The last article we propose is purely quantitative: “A Random Forest Approach to Evaluating NPL Portfolios” by M. Zanoni and P. Guarneri. The authors
propose a structured framework for the classification and evaluation of unsecured
commercial NPLs according to their potential recovery level using the random forest
approach trying to clarify a process that is frequently seen as a black box.

5

Argo Collection

Indeed, most of the time models based on Machine Learning approaches are
quite effective in classifying NPL and estimating debtors default probabilities, but
this often occurs at the expenses of clarity and interpretation. For this reason they
have not been rapidly adopted by financial institutions.

We conclude suggesting you visit our online Research page and subscribe
to our newsletter service with a monthly update on the most relevant topics about
practical Risk Management.
We wish you a happy reading and all the best for the coming year.

Enjoy your reading!
Luca Olivo
Giulia Perfetti
Lorena Corna
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Causal AI: not the AI you Use to Know
Despite the relevant adoption rate of Machine Learning in different
aspects of our daily life, there are areas where classic AI approaches
demonstrated flaws or which require features that those have not.
In Finance, for example, there are sectors who heavily leveraged on
Machine Learning techniques, but others who are still in an early
adoption stage and the reasons are many.
On the background, regulators and practitioners are now posing
important questions regarding trustworthiness, explainability and
fairness of these algos and it is clear how an important step forward
need to be done.
In this context, Causal AI is growing fast as a branch of AI which can
help in overcoming different barriers and constraint classic AI has.
read more
Date December 2021

European Commission – Regulation on Artificial Intelligence
In April 2021, the European Commission published a proposal for a
Regulation on Artificial Intelligence (AI) which introduces a
comprehensive, harmonized, regulatory framework for AI that
should be integrated into the existing obligations and procedures.
The proposal is based on a risk-based and future-proof approach
with the aims to provide AI developers, deployers and users with
clear requirements and obligations regarding specific uses of AI. At
the same time, the proposal seeks to reduce administrative and
financial burdens for business, in particular small and medium-sized
enterprises (SMEs).
read more
Date October 2021

AI Fairness: Addressing Ethical and Reliability Concerns in AI Adoption
Recent advancements in AI have led to striking performances,
making algorithms ubiquitous in industries and ordinary life.
However, AI functioning does not resemble human logic and is hard
to interpret even for experts; moreover, small changes in input data
may bring about a catastrophic drop in AI performance. Therefore,
increasing concerns have risen on AI reliability, resiliency to
environmental changes along with several ethical threads which arise
from wide-scale AI adoption. This JIT touches upon AI-related risks
and their technical origins. Furthermore, the key points of the recent
EU regulatory framework for AI are listed. Finally, alternative AI
approaches, with respect to the common data-driven Machine
Learning algorithms, are introduced and discussed as a potential
solution to many mentioned issues.
read more
Date December 2021
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EBA Analysis of RegTech in the EU Financial Sector
In line with the financial industry trends, the European Banking
Authority (EBA) has been focused on the technological innovations
and how their applications can either foster or harm market
participants and Supervisory organizations. Since the Article 31 of
the European Banking Authority (EBA) Founding Regulation (EU)
No 1093/2010, EBA has aimed to contribute to the establishment of a
common European approach towards technological innovation which
can facilitate the adoption of new technologies by the Financial
Institutions and Providers (FinTech), Regulators (RegTech) and
Supervisory organizations (SupTech).
read more
Date September 2021

EBA Analysis of RegTech in the EU Financial Sector: Deep Dives into RegTech
Segments
The EBA reports identifies five areas with a relevant impact from
RegTech solutions. In the previous JIT an overview of the main
segments has been given. This work focuses on AML/CFT, fraud
prevention and prudential reporting areas.
read more
Date October 2021

EBA Analysis of RegTech in the EU Financial Sector: Deep Dives into Credit
Worthiness Assessment and ICT Security
EBA aims to establish a common European approach towards
technological innovation in order to facilitate the adoption of new
technologies by the Financial Institutions and Providers (FinTech),
Regulators (RegTech) and Supervisory organizations (SupTech). In
this context, a few segments of application for RegTech solutions
have been identified as the most important and the most fastgrowing. The purpose of the presentation is to give an overview of
two of these segments: Credit worthiness assessment and ICT
security. For each of these two areas the technologies adopted are
described along with their stage of development. Moreover, Benefits,
challenges and risks associated with these segments are briefly
presented both from the perspective of Financial Institutions and
from the point of view of RegTech providers. As far as it concerns
ICT security, the Process Chain and the Added Value are highlighted
as seen from Fis and RegTech providers. Furthermore, for this
specific area, a case study is reported
read more
Date November 2021
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Machine Learning and Model Risk Management
È stato dimostrato che gli algoritmi di apprendimento automatico
(ML) superano in molte situazioni i modelli tradizionali in termini di
potere predittivo e sono in grado di elaborare grandi quantità di dati
non strutturati e provenienti da varie fonti. Attualmente le tecniche
di ML vengono utilizzate principalmente ai fini di analisi esplorativa
dei dati e di modeling, con netta preferenza per il primo ambito
rispetto al secondo.
read more
Date June 2021

Big Data and Artificial Intelligence: Principles for the Use of Algorithms in
Decision-marking Processes
On June 2021, BaFin published supervisory principles for the use of
algorithms in decision-making processes by financial institutions.
Those principles are intended to promote the responsible use of big
data and artificial intelligence (BDAI) and facilitate control of the
associated risks.
This paper is intended to offer guidance to the institutions
supervised by BaFin. In addition, BaFin hopes that the paper will
stimulate discussion with European Commission and European
Supervisory Authorities (ESAs).
read more
Date September 2021

The Use of AI and ML by Market Intermediaries and Asset Managers: IOSCO Final
Report Review
IOSCO about the use of AI and ML by Market intermediaries and
Asset Managers identifies: - 6 Main Risk and Harms - 5 Potential
Mitigations - 6 Measures to tackle the risks What emerges from the
Final Report is a guidance that seeks to address the potential risks
and harms that may be caused by the use of AI and ML by market
intermediaries and asset managers. Even if not yet binding, the
framework is strongly encouraged to ensure a robust and efficient
governance.
read more
Date October 2021
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A

rtificial Intelligence (AI) is a fast-evolving family of technologies that can bring a wide array of economic and
societal benefits across the entire spectrum of industries and social activities. However, the same elements
and techniques that drive the socio-economic benefits of AI can also bring new risks or negative consequences
for individuals or for the society. In particular, these risks for the financial sector could be related to unintended bias
or discrimination against, i.e. certain groups of consumers, underpricing of financial products or systematic errors in
underwriting new financial consumers. Benefits and risks are the main reasons that lead the supervisors and regulators
to set some initial principles and guidelines, in order to manage risks, without excluding any firms from the use of
such technology. In this paper there will be a drill-down of some European-level initiatives on AI. In particular, the
European Commission’s proposal for regulation on Artificial Intelligence published in April 2021 will be analyzed in Part
I. Subsequently, the principles for the use of big data algorithms and artificial intelligence in decision-making processes
published by BaFin in June 2021 will be proposed in Part II. Finally, the analysis of the European Banking Authority
published in June 2021 on the benefits and challenges for financial institutions and supervisors on RegTech solutions will
be proposed in the last Part of this paper.

A

rtificial Intelligence (AI) is a fast-evolving
family of technologies that can bring a
wide array of economic and societal benefits
across the entire spectrum of industries and social
activities. A definition of a such technology is given
through a document of the Financial Stability Board
(FSB) [10], stating that “the application of computational tools to address tasks traditionally requiring
human sophistication is broadly termed ’artificial intelligence’ ”. Secondly, in this document could be
found also a slightly different type of intelligence, defined as Machine Learning (ML), namely a “method
of designing a sequence of actions to solve a problem,
known as algorithms, which optimize automatically
through experience and with limited or no human
intervention”.
By improving prediction, optimizing operations
and resource allocation, and by personalizing service
delivery, the use of artificial intelligence can support
socially and environmentally beneficial outcomes and
provide key competitive advantages to companies as
well as to the entire economy. However, the same elements and techniques that drive the socio-economic
benefits of AI can also bring new risks or negative
consequences for individuals or for the society. These
risks for the financial sector could be related to unintended bias or discrimination against certain groups
of consumers, underpricing of financial products or
systematic errors in underwriting new financial con-

sumers. Benefits and risks are the main reasons that
lead the supervisors to set some initial principles
and guidelines, in order to manage risks, without
excluding any firms from the use of such technology
[14].
To enjoy the benefits brought by AI, avoiding
that the risks entailed could impact the fundamental rights, supervising and regulatory authorities are
starting to put in place frameworks on AI governance.
Even though these regulatory frameworks are still at
an early stage (with the only exception of European
Union, where there is already a legislative proposal),
there are common principles:
• Reliability and soundness (avoid harm due to
inaccurate decisions arising from inherent bias
in the data inputs or modelling approach);
• Accountability (put “human-in-the-loop” as a
necessity to ensure fair and ethical decisions);
• Transparency (on how the AI system arrived
to a certain conclusion, documenting how the
system was developed, processed and what
kind of data set was used, and disclosing to
the subjects all the AI-driven decisions, data
used, consequences of AI decisions on them);
• Fairness (addressing or preventing biases in AI
algorithms that could lead to discriminatory
outcomes);
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• Ethics (customers will not be exploited or
harmed, e.g. privacy and data protection,
equality, diversity, inclusion and social justice).

As with any disrupting technology, AI may raise
new ethical and legal issues, related to liability or
potentially biased decision-making process. For that
reason, after several extensive stakeholder consultations, the High-Level Expert Group on Artificial
Intelligence (HLEG) developed Guidelines for Trustworthy AI in 2019 [11]. According to the Guidelines,
a trustworthy AI system should be compliant with
all applicable laws and regulations and should be
ethical and robust both from a technical perspective
and taking into account its social environment impact. On the 17 of July 2020, AI HLEG presented
their Final Assessment List for Trustworthy Artificial
Intelligence [12]. The Ethics Guidelines introduced
the concept of Trustworthy AI, based on seven key
requirements: human agency and oversight, technical robustness and safety, privacy and data governance, transparency, diversity, non-discrimination
and fairness, environmental and societal well-being
and accountability.

Given the above high-level principles relating to
AI governance frameworks to ensure that the risks
of using AI systems can affect fundamental rights,
the US, UK and European authorities have among
others taken the following measures described in the
following paragraphs.
In the US, on 31 March 2021, the Office of the Controller of the Currency (OCC) and other members of
the Federal Financial Institutions Examination Council requested information on financial institutions’
use of Artificial Intelligence, including machine learning through the document “Artificial Intelligence: Request for Information on Financial Institutions’ Use
of Artificial Intelligence, Including Machine Learning”
[13]. The request seeks information to understand
respondents’ views on the use of AI for the provision of financial services and for other business or
operational purposes. The request also seeks respondents’ views on appropriate governance, risk management, and controls, and any challenges in developing,
adopting, and managing AI systems. The request of
information invites comments on such topics as: explainability, risks from broader or more intensive
data processing and usage, overfitting, cybersecurity
risk, dynamic updating, community banks’ use of
Artificial Intelligence, oversight of third parties, fair
lending.
Bank of England in the working paper: “Comparing minds and machines: implications for financial
stability” [2] characterizes possibilities and challenges
in designing partnerships that combine the strengths
of both minds and machines. Bank of England provided evidence that AI agents have the ability to take
over relevant tasks in the market, often performing
better than humans. However, AI systems are prone
to unethical behaviors as they do not know what is
good and what is not and have no inherent values.
In conclusion, for the analysts of Bank of England,
AI system should not be responsible for risk management, design of economic policies, or autonomous
supervision in a financial institution. Furthermore,
Bank of England in the working paper “The impact of
machine learning and big data on credit markets” [3]
provides a model in which traditional banks compete
with FinTech (innovative) banks that screen borrowers using ML and shows that the impact of such technologies depends on the characteristics of the market
(e.g., borrower mix, cost of innovation, intensity of
competition, precision of innovative technology, etc.).
The EU’s approach on Artificial Intelligence is
centred on excellence and trustworthiness, aiming
to boost research and industrial capacity and ensure
fundamental rights. In 2018 the European commission published a European AI Strategy [5], where
it encouraged both public and private sectors to increase investments in AI research and to prepare to
socio-economic changes brought by AI.
Issue n. 3/ 2021

In parallel, the first Coordinated Plan on AI was
published in December 2018 as a joint commitment
with Member States [6]. This plan brings together
a set of concrete and complementary actions at EU,
national and regional level in view of: boosting investments and reinforcing excellence in AI technologies
and applications which are trustworthy and “ethical
and secure by design”; develop and implement, in
partnership with the industrial sector and the Member States, shared agendas for industry-academia
collaborative Research and Development (R&D) and
innovation; adapting learning and skilling programs
and systems to prepare the European society and
its future generations for AI; building up essential
capabilities in Europe underpinning AI; implementing clear ethics guidelines for the development and
the use of AI in fully respect of fundamental rights;
reviewing the existing national and European legal
framework to adapt them to the specific challenges.
Following the aim of the Coordinated Plan to build
a common European approach to AI, the Commission published in 2020 the White Paper on AI [8].
The purpose of the White Paper is to set out policy
options on how to achieve the twin goals of promoting the uptake of AI and of addressing the risks
associated with certain uses of this new technologies.
The Commission invites Member States, other European institutions, and all stakeholders, including the
industrial sector, social partners, civil society organizations, researchers, the public in general and any
interested party, to react to the options below and
to contribute to the Commission’s future decisions
in this domain. The White Paper was accompanied
by a “Report on the safety and liability implications
of Artificial Intelligence, the Internet of Things and
robotics” concluding that the current product safety
legislation contains a number of gaps that needed to
be addressed, notably in the Machinery Directive [9].
With regard to the application of Artificial Intelligence in the EU financial sector, the following
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publications are also of particular importance:

EC Regulation
Proposal on Artificial
Intelligence (AI)

• In April 2021 the European Commission published a proposal for a Regulation on Artificial Intelligence which introduces a comprehensive, harmonized, regulatory framework
for AI [7]. The new rules and actions aim to
turn Europe into a global hub for trustworthy
Artificial Intelligence systems. The new regulation will guarantee the safety and the fundamental rights of people and businesses, while
strengthening the AI uptake, investments and
innovation across the EU. Once adopted by
the European Parliament, the Artificial Intelligence Act will be directly applicable across all
Member States.

In April 2021, the European Commission published a proposal for a Regulation on Artificial Intelligence (AI) which introduces a comprehensive,
harmonized, regulatory framework for AI [7]. The
regulatory proposal aims to provide to AI provider,
importer, distributors, authorized representatives and
users with clear requirements and obligations regarding specific uses of AI. At the same time, the proposal
seeks to reduce administrative and financial burdens
for business, in particular for small and mediumsized enterprises (SMEs).

• On 15 June 2021, BaFin (Bundesanstalt für Finanzdienstleistungsaufsicht - Federal Financial
Supervisory Authority) published the paper
“Big data and Artificial Intelligence: Principles
for the use of algorithms in decision-making
processes” [1]. Those principles are intended
to promote the responsible use of Big Data and
Artificial Intelligence (BDAI) and facilitate control of the associated risks. In order to formulate the principles as precisely as possible, the
algorithm-based decision-making process was
broken down into two very simplified phases:
development and application. BaFin principles
are expected to stimulate discussion with a
range of stakeholders, including the ECB and
the ESAs.

Regulatory Framework
Artificial Intelligence (AI) is a fast-evolving family
of technologies that can bring a wide array of economic and social benefits across the entire spectrum
of industries and social activities. The use of Artificial
Intelligence can support socially and environmentally
beneficial outcomes and provide key competitive advantages to companies and the European economy.
However, the same elements and techniques that
drive the socio-economic benefits of AI can also bring
about new risks or negative consequences for individuals or the society (i.e. safety and security, fundamental rights, difficulty to verify compliance with
the existing rules, legal uncertainty for companies,
lack of trust among business and citizens, regulatory
responses that fragment EU market).
In light of the speed of technological change and
these possible challenges, the EU is committed to
strive for a balanced approach: “It is in the Union
interest to preserve the EU’s technological leadership
and to ensure that Europeans can benefit from new
technologies developed and functioning according
to Union values, fundamental rights and principles”.
A solid European regulatory framework for trustworthy AI will also ensure a level playing field and
protect all people, while strengthening the European
competitiveness and industrial basis in AI.
The European Commission Regulation proposal
on Artificial Intelligence defines common mandatory
requirements applicable to the design and development of certain AI systems before they are placed
on the market that will be further made operation
although harmonized technical standards and addresses the situation after AI systems have been
placed on the market by harmonizing the way in
which ex-post controls are conducted. The Commission puts forward the proposed regulatory framework with the following specific goals:

• The European Banking Authority (EBA) published on 29 June 2021, an analysis of the
current RegTech landscape in the EU [4].
The report assesses the overall benefits and
challenges faced by financial institutions and
RegTech providers on the use of RegTech. The
report also identifies potential risks arising
from RegTech solutions that supervisors will
face and proposes actions designed to enhance
knowledge and skills of competent authorities.
The EBA report provides a deep-dive analysis
into the five most frequently used RegTech segments: Anti Money-Laundering/Countering
the Financing of Terrorism (AML/CFT), fraud
prevention, prudential reporting, ICT security
and creditworthiness assessment.
In the rest of the document there will be a more
in-depth drill-down of the publications at European
level mentioned above. In particular, the next chapter
will deal with the European Commission’s proposal
for a regulation on Artificial Intelligence published
in April 2021. Subsequently, the principles for the
use of big data algorithms and artificial intelligence
in decision-making processes addressed by BaFin in
June 2021. Finally, the analysis proposed in June 2021
by the European Banking Authority on the benefits
and challenges for financial institutions and supervisors on RegTech solutions.
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1. Unacceptable risk: all AI systems in this class
are prohibited because of a clear threat to the
safety, livelihoods and rights of people.

• Ensure that AI systems placed on the market
and used in the EU are safe and respect the
existing laws on fundamental rights and values
of the EU;

2. High risk: these AI systems are not prohibited
at all. However, in order to be placed on the
market, they are subjected to mandatory requirements and a conformity assessment. Furthermore providers, importers, distributors, authorized representatives and users are subject
to strict obligations.

• Enhance governance and effective application
of existing law on fundamental rights and on
safety requirements that are applicable to AI
systems;
• Ensure legal certainty to facilitate investments
and innovation in AI;

3. Limited-risk: AI systems with limited risk
are subjected to specific transparency requirements.

• Facilitate the development of a single market
for legal, safe, and trustworthy AI systems, and
prevent market fragmentation.

4. Lower-risk: they represent the vast majority
of AI systems with minimal risk or no risk, allowed to be used freely without any obligation
from the discussed regulation.

The goals of this proposal can be better achieved
at Union level. A solid European regulatory framework for trustworthy AI systems will also ensure
a level playing field and protect all people, while
strengthening the European competitiveness and industrial basis in AI. The European Parliament and the
Member States will need to adopt the Commission’s
proposals on a European approach for Artificial Intelligence and on Machinery Products in the ordinary
legislative procedure and should be integrated into
the existing obligations and procedures under Directive 2013/36/EU (CRD IV). Once adopted, the
Regulations will be directly applicable across the EU.
In parallel, the Commission will continue to collaborate with Member States to implement the actions announced in the Coordinated Plan. Member States will
have to designate one or more National Competent
Authorities (NCAs) for the purpose of supervising
the application and implementation of the regulation. The European Artificial Intelligence Board is
a cooperation mechanism of governance, that will
collect and share expertise and best practices among
Member States, contribute to uniform administrative
practices in the Member States, issue opinions or recommendations on this Regulation. The European
Data Protection Supervisor will act as the competent
authority for the supervision of the Union institutions, agencies and bodies.
The proposal is grounded on a risk-based and
future-proof approach: some particularly harmful
AI practices are prohibited as these are against the
values of the Union; furthermore, predictable, proportionate and clear obligations are also placed on
providers and users of high-risk systems. Moreover,
the framework will conceive specific measures supporting innovation.

Unacceptable Risk
Unacceptable AI systems can’t be placed on the market since they represent a clear threat to the safety,
livelihoods and rights of people. In particular, the
European Commission identified 4 categories of prohibited practices:
• AI system that deploys subliminal techniques
beyond a person’s consciousness in order to
materially distort a person’s behavior in a manner that causes, or it is likely to cause that
person or another person, physical or psychological harm;
• AI system that exploits any of the vulnerabilities of a specific group of persons in order to
materially distort the behavior of a person belonging to that group in a manner that causes,
or it is likely to cause that person or another
person, physical or psychological harm;
• AI systems used by public authorities, or on
their behalf, for the evaluation or classification
of the trustworthiness of natural persons with
a consequent social score leading to detrimental or unfavorable treatment of some natural
persons or whole groups;
• “Real-time” remote biometric identification
systems in publicly accessible spaces for the
purpose of law enforcement, unless and in as
far as, such use is strictly necessary for one of
these objectives: the targeted search for specific
victim of crime; prevention of a specific, substantial and imminent threat to the life of natural persons; the detection, localization, identification or prosecution of a perpetrator of a
criminal offence.

Risk-based Approach
Risk Levels

High Risk

The European Commission proposed a risk-based
approach to identify the different categories of AI
systems. In this sense, four risk levels, associable to
AI systems, have been identified (Figure 1):
Issue n. 3/ 2021

Classification & Requirements
In order to consider AI systems to be high-risk, the
AI systems shall be used as a safety component of a
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FIGURE 1: Four risk levels of AI systems

product, or a product as a whole, governed by the
Union harmonization legislation. Furthermore, the
product is required to undergo a third-party conformity assessment with a view to the placing on the
market or putting into service of that product. In
addition to the previous, the European Commission
considered high-risk any AI system included in one
of the areas listed in the Annex III of this Regulation,
in particular:

consideration of the characteristics or elements that
are particular to the specific geographical, behavioral
or functional setting.
Furthermore, the European Commission refers
the need of a technical documentation related to AI
systems. The technical documentation shall be drawn
up before AI system is placed on the market in order
to demonstrate the compliance with the requirements
and provide to national competent authorities and
notified bodies all the necessary information.
An additional requirement is the record-keeping.
High-risk AI systems shall be designed and developed with capabilities enabling the automatic recording of events (logs) while the high-risk AI systems is
operating. These logging capabilities shall conform
to recognized standards or common specifications.
Moreover, logging capabilities ensure a level of traceability of the AI system’s functioning throughout its
lifecycle. To be more specific, the logging capabilities
shall provide: start date and end date of each use; the
reference database; input data and the identification
of the natural persons involved in the verification of
the results.
Transparency and human oversight are considered two other fundamental requirements. Regarding
transparency, high-risk AI systems shall be designed
and developed in such a way to ensure that their operations enable users to interpret the system’s output
and use it appropriately. Additionally, AI systems
shall be accompanied by instructions for accessible
and comprehensible use to users. Focusing on human
oversight, high-risk AI systems shall be designed and
developed in such a way that they can be effectively
overseen by natural persons during the period of use
of the AI system. Human oversight shall aim at preventing or minimizing the risks to health, safety or
fundamental rights that may emerge when a highrisk AI system is used.
Finally, the last requirements are accuracy, robustness and cybersecurity. The level of accuracy and
the relevant accuracy metrics of high-risk AI systems
shall be declared in the accompanying instructions
of use. Furthermore, high-risk AI systems shall be
resilient as regards errors, faults or inconsistencies
that may occur within the system or the environment

• Biometric identification and categorization
of natural persons (non-publicly accessible
spaces);
• Management and operation of critical infrastructure;
• Education and vocational training;
• Employment, workers management and access
to self-employment;
• Access to and enjoyment of essential private
services and public services and benefit;
• Law enforcement;
• Migration, asylum and border control management;
• Administration of justice and democratic processes.
In addition to the previous classification methods, the Commission claimed that high-risk AI systems must comply with the following mandatory
requirements. The risk management system shall
be considered when ensuring compliance with those
requirements. The risk management system shall
consist of a continuous iterative process run throughout the entire lifecycle of a high-risk AI system in
order to identify, analyze, estimate and evaluate risks
related to high-risk AI systems.
Firstly, the European Commission listed several
specific requirements that high-risk AI systems must
meet. Starting with data governance, the Commission claimed that high-risk AI systems shall be developed on the basis of training, validation and testing
data sets that meet: the existence of a data governance
and management process; relevance, representativeness, absence of errors and completeness of data set;
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in which the system operates. The robustness of highrisk AI systems may be achieved through technical
redundancy solutions, which may include backup or
fail-safe plans. Finally, on cybersecurity, high-risk
AI systems shall be resilient in regards to attempts
by unauthorized third parties to alter their use or
performance by exploiting the system vulnerabilities.
The technical solutions aimed at ensuring the cybersecurity of high-risk AI systems shall be appropriate
to the relevant circumstances and the risks.

compliant with the mandatory requirements.
The corrective actions include bring that system into conformity, withdraw it or recall it,
as appropriate. Furthermore, in case of nonconformity of a system placed on the market,
providers shall inform the distributors, the authorized representative and the importers.
• Cooperate with competent authorities. This
obligation implies a duty of information when
a high-risk AI system is no longer compliant
with its requirements or presents a risk at a
national level and demonstrate the compliance
of their systems providing, upon a reasonable
request from a national competent authority,
all the necessary documentation.

Obligations for Provider and Other Stakeholders
Before placing on the market a high-risk AI system,
providers shall demonstrate the compliance of the
system with its mandatory requirements. In order
to place on the market or put into service a trustworthy AI system, other obligations are imposed to
providers:

These obligations are intended to ensure not only
the compliance of all the high-risk AI system placed
on the market, but also a sound procedure of monitoring, performed by providers and National Competent
Authorities.
In addition to the obligations for providers, there
are others for four distinct stakeholders: authorized
representative, importers, distributors, and users.
When an importer cannot be identified and the
provider is established outside the Union, the latest
shall appoint an authorized representative established in the Union. The authorized representative
shall perform all the tasks specified in its mandate,
that at least contain these obligations: keep a copy
of the EU declaration of conformity and the technical documentation at the disposal of the National
Competent Authorities; upon a reasonable request,
provide all the documentation to a National Competent Authority to demonstrate the conformity of the
high-risk AI system with its requirements; cooperate
with National Competent Authorities.
The second stakeholder involved in this regulation is the importer. The importer is identified as
any natural or legal person established in the Union
that place on the market an AI system that bears
the name or trademark of a natural or legal person
established outside the Union. The importer shall be
subject to the following obligations: it shall ensure
that the appropriate conformity assessment procedure has been carried out by the provider; it shall
ensure that the provider has drawn up the technical
documentation; it shall ensure that the system bears
the CE conformity marking and is accompanied with
the required documentation and instructions of use.
Moreover, the importer shall also intervene in case of
non-conformity of the high-risk AI system, stopping
the placing on the market procedure. Furthermore,
in case of non-conformity the importer shall inform
the provider and the market surveillance authorities.
The last obligation provided for the importer is the
cooperation with the National Competent Authorities.
Another important stakeholder is the distributor.
It is defined as any natural or legal person in the
supply chain that makes an AI system available on

• Ensure that their high-risk AI systems are compliant with the requirements seen before.
• Set up a Quality Management System: this
obligation is carried out with a set of written policies, procedures, and instructions fully
and orderly documented with the objective of
compliance with the regulation. The quality
management system shall be proportionate to
the size of the provider’s organization.
• Draw-up the technical documentation for any
high-risk AI system put on the market. The
technical documentation shall at least contain:
a general description of the AI system and a
detailed description of its development; detailed information about the monitoring, functioning and control of the system; a detailed
description of the risk management system; a
description of any change of the high-risk AI
system throughout its lifecycle; a copy of the
EU declaration of conformity; a description of
the system in place to evaluate the performance
in the post-market phase.
• Keep the logs automatically generated (to the
extent such logs that are under their control by
contractual arrangements or national law). The
logs shall be kept for an appropriate period
in relation to the purpose of the high-risk AI
system and applicable legal obligations.
• Ensure that the high-risk AI system undergoes
a conformity assessment for evaluate the compliance of the high-risk AI system placed on
the market with the requirements of this regulation. Once proved that the systems are compliant with the requirements, providers shall
draw-up the EU declaration of conformity and
affix the CE marking of conformity.
• Register their high-risk AI system in the EU
database.
• Take the necessary corrective actions whenever their high-risk AI systems are no longer
Issue n. 3/ 2021
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the Union market, without affecting its properties.
The major obligations for the distributor shall be the
verification of the application of the CE marking of
conformity by the provider, the intervention in case
of non-conformity of a high-risk AI system placed on
the market (take the corrective actions or ensure that
the provider or the importer take corrective actions,
withdraw the system, or recall it) and cooperation
with national competent authorities.
The last major stakeholder is the user, namely
any natural or legal person, public authority, agency,
or other body using for professional activity an AI
system under its authority. The obligations in this
case are mostly related with the use of the high-risk
AI system: the user shall use the system in accordance with the instructions of use and shall monitor
the operation of the system. In case it has reason
to consider that the use in accordance with the instructions presents a risk at a national level the user
shall inform the provider or the distributor and suspend the use of the system. Another case is when the
system presents a malfunctioning or any serious incidents: in this case the user shall inform the provider
or distributor and interrupt the use of the system.
The last obligation concerns the logs automatically
generated by the high-risk AI system: the user shall
record them to the extent such logs that are under its
control. The user shall keep them for a period that is
appropriate in the light of the purpose of use of the
system and applicable obligation under the Union or
national law.

from that legislation). Any AI system that is substantially modified (in those ways not included in
the technical documentation) shall undergo a new
conformity assessment. After a successful conformity
assessment, providers shall draw up the EU declaration of conformity and keep it at the disposal of
national competent authorities. Furthermore, they
shall affix to the packaging of the compliant high-risk
AI system (or to the technical documentation) the CE
marking of conformity.
Limited-Risk
For limited-risk, but also for high-risk AI system,
there are specific transparency requirements. The
goals of these obligations are mainly the awareness
of dealing with AI systems of natural persons. Other
obligations are provided for systems that generates
or manipulates image, audio or video content that appreciably resembles existing persons, objects places
or other entities or events, and would falsely appear
authentic to a person: in these cases, the provider
shall ensure a disclosure that the content has been
artificially generated or manipulated. These obligations are not provided for systems authorized by law
to detect, prevent, investigate, and prosecute criminal
offences. Secondly, these obligations shall not be applied for systems that are necessary for the exercise
of the right to freedom of expression and the right to
freedom of the arts and sciences.
Limited-Risk and Lower-Risks

Conformity Assessment for Providers

Despite limited and lower risk AI systems are subjected to less stringent requirements (there are no
particular requirements for lower-risk AI systems),
the Commission encourages the stakeholders to apply codes of conduct also to non-high-risk AI systems. The codes of conduct are intended to foster the
development of AI systems, other than high-risk AI
systems (limited-risk and lower-risk), in accordance
with the requirements of this Regulation. The will
of the Commission may lead to a larger uptake of
trustworthy Artificial Intelligence in the Union. In addition, providers of non-high-risk AI systems should
be encouraged to create codes of conduct intended to
foster the application of the mandatory requirements
applicable to high-risk AI systems. That’s because it
is important that AI systems related to product not
considered as high-risk are nevertheless safe when
placed on the market. However, this is not the unique
possibility given to providers. They can also apply,
on a voluntary basis, additional requirements (for example related to environment, social and governance
factors).

The central obligation for a provider which wants to
place on the market a new high-risk AI system is the
conformity assessment. The main aim of this process is ensuring that all the high-risk AI systems are
trustworthy, and all the risks entailed are identified
and properly managed.
Before placing on the market or put into service
a high-risk AI system, providers shall ensure that
their systems undergo to a specific conformity assessment, in order to verify the conformity with the
system’s requirements and to obtain the CE marking of conformity. The conformity assessment can
be done either with the participation of a notified
body or through an assessment procedure based on
internal controls. The conformity assessment based
on control of a notified body shall be imposed to the
AI system for the purpose of Biometric identification
and categorization of natural person. Providers of
such systems could apply the assessment based on
internal control only if they have applied the harmonized standards or common specification of the
European Commission. For the other type of highrisk AI system, providers shall rely on assessment
procedures based on internal control, with the only
exclusion of those system which legal acts lie on the
EU harmonization legislation (in this case the conformity assessment follow the procedures coming out
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Measures in Support of
Innovation and Governance

but they need to be monitored constantly to prevent
dangerous behavior.
In conclusion, this regulation focuses on how
Member State should behave to help small scale
providers and users approaching AI. In particular,
Member States should provide small-scale providers
and start-ups with priority access to the AI regulatory
sandboxes to the extent that they fulfil the eligibility conditions, organize specific awareness raising
activities about the application of this Regulation and
establish, where appropriate, a dedicated channel
for communication with small-scale providers and
user and other innovators to provide guidance and
respond to queries about the implementation of this
Regulation. In this sense, the specific interests and
needs of the small-scale providers shall also be taken
into account when setting the fees for conformity
assessment, reducing those fees proportionately to
their size and market size.

Measures in Support of Innovation
Once the risk-based approach has been discussed,
this regulation shifts the focus on the possible creation of an innovation-friendly legal framework and
on potential measures for small-scale providers and
users in order to enable them to be competitive in the
AI’s framework. In particular, the legal framework
mentioned above takes the name of AI Sandboxes.
Sandboxes are environments monitored and controlled by authorities for the development and testing
of innovative AI systems under strict regulatory oversight, before these systems are placed on the market
or otherwise put into service. In fact, any significant
risks to health and safety and fundamental rights
identified during the development and testing of
such systems shall result in immediate mitigation.
Moreover, participants in the AI regulatory sandbox
shall remain liable under applicable Union and Member States liability legislation for any harm inflicted
on third parties as a result from the experimentation
taking place in the sandbox. In addition, to further
support the innovation processes, Member States’
competent authorities which have established AI regulatory sandboxes, shall coordinate their activities
and cooperate within the framework of the European Artificial Intelligence Board. Member States’
competent authorities shall submit annual reports to
the Board and the Commission on the results from
the implementation of those scheme, including good
practices, lessons learnt and recommendations on
their setup. EC also regulates how personal data can
be used in AI sandboxes. Furthermore, the modalities and the conditions of the operation of the AI
regulatory sandboxes, including the eligibility criteria and the procedure for the application, selection,
participation and exiting from the sandbox, and the
rights and obligations of the participants shall be set
out in implementing acts.
Concerning the processing of personal data, in
the AI regulatory sandbox personal data lawfully
collected for other purposes shall be processed for
the purposes of developing and testing certain innovative AI systems in the sandbox under strict conditions. Firstly, any personal data to be processed
in the context of the sandbox are in a functionally
separated, isolated and protected data processing
environment and personal data processed are not
transmitted, transferred or otherwise accessed by
other parties. Secondly, processing personal data in
the context of the sandbox do not lead to measures
or decisions affecting the data subjects. Lastly, any
personal data processed in the context of the sandbox
are deleted once the participation in the sandbox has
terminated or the personal data has reached the end
of its retention period. The logic behind these rules,
is that personal data can be used in AI sandboxes
Issue n. 3/ 2021

Governance and Innovation
The measures proposed previously will be enforced
through a governance system at Member States level,
building on already existing structures, and a cooperation mechanism at Union level with the establishment of a European Artificial Intelligence Board
(EAIB). The proposal describes three features of the
new Board: its objectives, its tasks and its structure.
First of all, the Board shall provide advice and assistance to the Commission in order to reach the
objectives of this Regulation. In particular, objectives
can be summed up as follows:
• Contribute to the effective cooperation of the
national supervisory authorities and the Commission with regard to matters covered by this
Regulation;
• Coordinate and contribute to guidance and
analysis by the Commission and the national
supervisory authorities and other competent
authorities on emerging issues across the internal market;
• Assist the national supervisory authorities and
the Commission in ensuring the consistent application of this Regulation.
Moreover, the EAIB will be responsible for a number of advisory tasks, including issuing opinions,
recommendations, advice or guidance on matters
related to the implementation of this Regulation, including on technical specifications or existing standards regarding the requirements established in this
Regulation. Furthermore, it will collect and share
expertise and best practices among Member States
in order to create a uniform way of acting across the
Member States. Lastly, it will contribute to uniform
administrative practices in the Member States making
easy to do comparison between Member States and
adjust those states not in line with the administrative
practices. In conclusion, for what concerns the structure, the Board shall be composed of the national
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supervisory authorities, who shall be represented by
the head or equivalent high-level official of that authority, and the European Data Protection Supervisor.
The Board will be chaired by the Commission, who
shall convene the meetings and prepare the agenda.
Furthermore, and according with the EC regulation proposal, National Competent Authorities shall
be established or designated by each Member State
for the purpose of ensuring the application and implementation of this Regulation. The proposal lists a
number of tasks that Member States have to fulfil. In
particular:

down detailed provisions establishing a template for
the post-market monitoring plan and the list of elements to be included in the plan. Focusing now
on sharing the information on incidents and malfunctioning, providers of high-risk AI systems placed
on the Union market shall report any serious incident or any malfunctioning of those systems which
constitutes a breach of obligations under Union law
intended to protect fundamental rights to the market
surveillance authorities of the Member States where
that incident or breach occurred. Such notification
shall be made immediately after the provider has
established a causal link between the AI system and
the incident or malfunctioning or the reasonable likelihood of such a link, and, in any event, not later
than 15 days after the providers becomes aware of
the serious incident or of the malfunctioning. Finally,
EC concludes with the enforcement. In this sense,
the national supervisory authority shall report to the
Commission on a regular basis the outcomes of relevant market surveillance activities. Where the market
surveillance authority of a Member State has sufficient reasons to consider that an AI system presents a
risk, they shall carry out an evaluation of the AI system concerned in respect of its compliance with all
the requirements and obligations laid down in this
Regulation according to a precise and established
path. First of all, where, in the course of the evaluation, the market surveillance authority finds that the
AI system does not comply with the requirements
and obligations laid down in this Regulation, it shall
without delay require, without delay, to the relevant
operator to take all appropriate corrective actions to
bring the AI system into compliance, to withdraw
the AI system from the market, or to recall it within
a reasonable period. Then if the market surveillance
authority considers that non-compliance is not restricted to its national territory, it shall inform the
Commission and the other Member States of the results of the evaluation and of the actions which it has
required the operator to take. The operator shall ensure that all appropriate corrective actions are taken
in respect of all the AI systems concerned that it has
made available on the market throughout the Union.
Where the operator of an AI system does not take
adequate corrective actions within the period indicated, the market surveillance authority shall take
all appropriate provisional measures to prohibit or
restrict the AI system’s being made available on its
national market, to withdraw the product from that
market or to recall it.

• Organize National Competent Authorities as
to safeguard the objectivity and impartiality of
their activities and tasks;
• Designate a National Supervisory Authority
among the National Competent Authorities
and inform the Commission of their designation or designations and, where applicable, the
reasons for designating more than one authority;
• Member States have to keep a role of controllers of the entire process ensuring that
National Competent Authorities are provided
with adequate financial and human resources
to fulfil their tasks under this Regulation;
• Report to the Commission on an annual basis
on the status of the financial and human resources of the national competent authorities
with an assessment of their adequacy;
• Member States will instruct National Competent Authorities to provide guidance and advice on the implementation of this Regulation,
including to small-scale providers.
In addition to the above, EU Database for standalone high-risk AI systems will be set up and maintained by the Commission in collaboration with the
Member States. The Commission, in fact, will be the
controller of the EU database. It shall also ensure
to providers adequate technical and administrative
support. In conclusion, the EU Database will be accessible to the public and shall contain personal data
only insofar as necessary for collecting and processing information in accordance with this Regulation.
The EC also sets out the monitoring and reporting obligations for providers of AI systems regarding post-market monitoring reporting and investigating on AI-related incidents and malfunctioning.
Referred to post market monitoring, providers shall
establish and document a post-market monitoring
system in a manner that is proportionate to the nature of the artificial intelligence technologies and the
risks of the high-risk AI system. The post-market
monitoring shall be based on a specific plan and
shall actively and systematically collect, document
and analyze relevant data provided by users or collected through other sources on the performance of
high-risk AI systems throughout their lifetime. The
Commission shall adopt an implementing act laying
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Part II

discussions with various stakeholders. These principles can already serve as guidance for the entities
under BaFin’s supervision.

BaFin Principles for
the Use of Algorithms
in Decision-making
Processes (BDAI)

Conceptual Framework
The principles formulated in this publication fit in
a conceptual framework that can be summarized in
the following points:
• Considering the process as a whole. Whether
algorithms yield usable results depends on
how supervised entities incorporate these algorithms into decision-making processes. An
algorithm that is suitable in a particular context
may yield unusable results in other situations.
Furthermore, the results of an algorithm depend on data availability and data quality.

In June 2021 BaFin published supervisory principles on the use of algorithms in decision-making
processes by financial institutions [1], which are intended to promote the responsible use of big data
and AI and to facilitate control of the associated risks.
In the financial market there is a great interest in the
use of big data and artificial intelligence (BDAI). The
great opportunities offered by AI are, for example,
cost reduction and a better risk assessment process
for companies, and these benefits could be reflected
at the end to customers. However, the use of BDAI is
also associated with challenge that must be considered. Primary, Artificial Intelligence (AI) is defined
as a combination of big data, computing resources
and Machine Learning (ML). In the case of Machine
Learning, computers are given the ability, due to special algorithms, to learn from data and experience.
As opposed to rules-based processes, Machine Learning does not involve a programmer who determines
which results are to be achieved with certain constellations of data and how they are to be achieved. The
main difference between Machine Learning and algorithm is the range of type of results (i.e. classification,
regression and clustering) and type of input data (i.e.
numbers, image, text, language,...). Secondly, it is
impossible to make a clear distinction between AI on
the one hand and traditional statistical processes and
the algorithms used within this context on the other.
Further development of the existing definition of AI
is one of the challenges faced by supervisors, regulators and standard-setters. Furthermore, there are
three key features characterizing modern artificial intelligence methods and applications which play a role
observing risks. The first feature concerns Machine
Learning algorithms that are often more complex
than those used in traditional statistical processes.
The second is the combination of self-learning algorithms and mass data that leads to ever-shorter recalibration cycles for models and algorithms. Finally,
the third feature is the high level of automation: algorithms are increasingly being used in some cases to
automate non-standardized processes and decisions
that are made quickly and in large numbers. Finally,
there is a basis for discussion on minimum requirements for the use of AI. The general principles for
the use of algorithms in decision-making processes
for financial entities constitute preliminary ideas for
minimum supervisory requirements relating to the
use of Artificial Intelligence and form the basis for
Issue n. 3/ 2021

• No general approval process for algorithms.
Supervisor examines and raises objections to
such processes in a risk-oriented manner as
and where needed. In justified exceptional
cases, the supervisor examines whether the
algorithmic processes that are used are appropriate in terms of methodology, calibration and
validation, among other things.
• Risk-oriented, proportional and technologyneutral approach. In addition, a risk-oriented,
proportional and technology-neutral approach
must be taken for the supervision of algorithmic decision-making processes following the
fundamental supervisory and regulatory principle of “same business, same risk, same rules”.
Therefore, a more intensive supervision is in
order if (additional) risks are associated with
the use of an algorithm in decision-making
processes.
• Existing rules are supplemented, specified
and further developed. These principles are
intended to integrate and to specify the existing regulations and administrative practices.
They also constitute preliminary ideas for minimum supervisory requirements relating to the
use of artificial intelligence. Many of these
principles bring about changes in certain areas of principles-based and technology-neutral
regulation. The principles in this publication
do not rule out the fact that certain regulated
activities may already be subject to stricter regulations or administrative practices. In such
cases, compliance with these rules takes precedence.

Key Principles
In order to have a sound risk-based framework of
algorithmic decision-making process, there are put in
place some key principles that users should follow:
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Specific Principles for the
Development Phase

• Clear management responsibility. The first
key principle concerns the role of senior management. Since managers are responsible for
business-wide strategies and guidelines, they
must be responsible for the algorithm-based
decision process too. As a result, managers
must have technical expertise and all the staff
in charge of an independent control function
(e.g. compliance and internal audit functions)
must have technical knowledge. Furthermore,
the business-wide strategy for using algorithmbased decision-making processes should be
reflected in the IT strategy.

The development phase is based on the following
principles:
• Data strategy and data governance. Depending on the application and features of the algorithm, data must be used in sufficient quality
and quantity. Companies must have a verifiable data strategy which guarantees the continuous provision of data and must be implemented in a data governance system defining
responsibilities.

• Appropriate risk and outsourcing management. Senior management is also responsible
for establishing a risk management system and
if applications are used by a service provider,
senior management must set up an effective
outsourcing management system. When establishing an appropriate risk management
system, risk mitigation measures processes
should be targeted and applied where risks
originate. In addition, an analysis of the possible damages caused by erroneous algorithmbased decisions should be run, and the results
of analysis should be documented. Furthermore, a “model risk management framework”
should be established to take into account
all algorithm-based decision-making processes
and interdependencies. Measures to minimize
cyber security risks should also be adapted if
required; in particular, the complexity and data
dependency of the algorithms must be considered, since the use of mass data can lead to
poisoning attacks where input data is changed
in barely visible ways.

• Compliance with data protection requirements. When using data in algorithm-based
decision-making processes, compliance with
the applicable data protection requirements
must always be ensured. Data protection
requirements for the use of data should already be considered when planning algorithmic decision-making processes. In particular,
disclosure requirements vis-à-vis data subjects
must also be observed.
• Ensuring accurate, robust and reproducible
results. The ultimate objective of the development phase is to ensure accurate and robust
results. It should also be possible to reproduce
the results of an algorithm, by ensuring that
results can be understood and verified at least
to a certain degree by employees and by external unit. In addition, caution and precision
are ensured for the selection of the algorithm
as well as the calibration and documentation
process.
• Documentation to ensure clarity for both internal and external parties. Sufficient documentation is required in order to ensure that
algorithms and the underlying models can
be verified – by the company itself, auditors
and supervisors. Three steps, in particular,
must be observed: the selection of the model
must be documented (it is essential to determine whether the model is suitable for the
specific application using statistical considerations and taking into account the complexity
of the model, its interpretability and verifiability); the relevant calibration details and the
training data selection must be documented;
the model validation must be described (details of model validation could be found in the
following principle of “appropriate validation
process”). In certain circumstances, a clear distinction cannot be made for the documentation
of the selection, calibration and validation of
the model. This is because, in some instances,
the quality of a model can only be determined
after the initial calibration and validation of
the model. Furthermore, it is only possible to
select a model by comparing different models.

• Preventing bias. The third principle concerns
the necessity to prevent possible biases in the
process. Firstly, biases must be prevented in
order to be able to reach business decisions
that are not based on systematically distorted
results; secondly, biases must be prevented in
order to rule out bias-based systematic discrimination of certain groups of customers and thus
rule out any resulting reputational risks. It is
also necessary to identify the risk of bias where
it may occur, taking into account the root cause,
and to analyze this risk and either eliminate or
at least mitigate this risk.
• Ruling out types of differentiation that are
prohibited by law. In the case of certain financial services, the law stipulates that certain
characteristics may not be considered for differentiation purposes. If conditions are systematically set out based on such characteristics,
there is a risk of discrimination. This would
be associated with increased reputational risks
and, in some cases, legal risks. Companies
should therefore establish (statistical) verification processes to rule out discrimination.
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• Appropriate validation processes. Every algorithm should go through an appropriate validation process by an independent function
prior to being included in operations. This
initial validation should always be performed,
or at least be examined, by an independent
function or an individual that is not involved
in the original modelling process. In addition
to determining regular, appropriate intervals,
it is essential to set out factors that will lead
to the ad hoc validation of the algorithm and
thus potentially lead to the algorithm being
recalibrated or an alternative algorithm being
selected.

When using algorithm-based results in
decision-making processes, the situations involving a more in-depth approval process
should be clearly defined in advance in a riskoriented manner. This form could be, for example, a threshold-based process. If the first
threshold is crossed, the approval should be
granted by an individual, also in the case of
processes that are otherwise automatic. If
the second threshold is crossed, the approval
should be granted only after an additional review, to determine if there are some peculiarities in the input data (e.g. outliers). If the final
threshold is crossed, there should be a signal
for examining the model and the interruption
of the process. Such way reduces the risk of erroneous decision in algorithm decision-making
processes and improve the quality of results in
the long term.

• Using relevant data for calibration and validation purposes. A calibration or validation
process with unsuitable or erroneous data can
systematically affect the performance of the
algorithm. For this reason, a particular focus
should be placed on the data selection and the
selection should be carefully documented. The
data must be relevant and representative for
the application in question. Depending on the
scope and riskiness of the decision for which
an algorithm is used, various measures should
be taken to ensure that the calibration and validation process can be subsequently understood
and verified. In highly risk-sensitive decisionmaking processes, the data used for this purpose should be saved and stored, while in less
risk-sensitive decision-making processes, the
selection process and the data structure should
be documented at a minimum level.

• Establishing contingency measures. There
should be implemented measures that allow
business operations to continue to run if problems arise in algorithm-based decision-making
processes. This must be applied at least to
mission-critical application.
• Ongoing validation, overall evaluation and
appropriate adjustment. In practice, algorithms must be ongoing validated in order to
assess functionality, check for any discrepancies and make adjustments if necessary. The
validation process is particularly necessary if
there are new or unpredictable internal or external risks that could not be taken into account when the algorithm was created. If new
algorithms are used, the interaction and aggregation of risks should be regularly examined
as part of an overall evaluation. In order to
ensure an independent evaluation of functionality and risks of the algorithms, an internal or
external audit should be performed to examine
the regular evaluation and adjustment process.

Specific Principles for the
Application Phase
The results of the algorithm must be interpreted and
included in decision-making processes. This can either be done automatically or by involving experts. A
functioning mechanism comprising sufficient checks,
feedback loops and modification rules for the development phase must be established in all cases:

Inclusion of Principles in
International Regulatory
Projects

• Putting the human in the loop. Employees
should be sufficiently involved in the interpretation and use of algorithm results for making decisions. The scope of this involvement
should depend on how mission-critical the
decision-making process is, the risks entailed
and how much the algorithmic results differ
from the applicable standard. Their involvement should bring real benefits and should not
be limited to the mere approval of every algorithm decision. In the case of mission-critical
processes, it is useful to define time frames
in which a decision can still be reversed and
humans can still intervene.

These principles constitute preliminary ideas for minimum supervisory requirements relating to the use
of artificial intelligence. As a result, they form the
basis for discussions with various stakeholders, including market participants, members of academia,
national or international supervisory authorities and
standard setters. In particular, BaFin intends to continue playing an active role in this exchange and to
promote the discussion process. In its Digital Finance
Strategy, the European Commission announced its intention to clarify, by 2024 with the ESAs, whether and
how existing financial market regulation should be

• In-depth approval and feedback process.
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applied to BDAI applications. Prior to this announcement, various working groups dealing with risks and
opportunities associated to BDAI had already been
established at the ESAs (such as the EBA Task Force
on IT, the EIOPA InsurTech Task Force and the ESMA
Financial Innovation Standing Committee). Work is
also being carried out in various areas in the field of
BDAI at national and international standard-setters
such as the DIN Committee or the ISO Committee.
Since a clear definition has not yet been established
for artificial intelligence and machine learning, these
committees are expected to continue their work in
this area. Further technical standards (beyond financial market regulation) for the use of BDAI can also
be anticipated.

covering the data analytics and second part of data
governance at the supervisory and regulatory side.
The use of SupTech will be soon in the focus of the
EBA analysis.

Methodology
The RegTech report has benefited of many information sources to ensure a comprehensive coverage of
both the current landscape and the potential way
forward:
• Desk-based research to identify five areas with
an increasing use of technology enabled innovation. These five areas are the five deep dive
areas analyzed in depth in the second part of
EBA’s paper.

Part III

EBA Analysis of
RegTech in the EU
Financial Sector
(EBA/REP/2021/17)

• A general RegTech industry survey and a further deep-dive market study where all relevant
stakeholders were invited to share their views
and experience on the use of RegTech solutions. A total of 115 financial institutions and
147 RegTech providers responded to the survey.
• A virtual workshop on RegTech, attended by
RegTech providers, financial institutions and
competent authorities, which provided insights
into the main challenges faced by RegTech market participants, governance-related aspects
from both financial institutions and RegTech
providers’ perspective, and further examples
of AML/CFT and ICT use cases.

The paper “EBA analysis of RegTech in the EU financial sector” analyzed the RegTech developments to
highlight the benefits that new solutions can bring,
develop good understanding of any emerging risk,
and assess whether the regulatory and supervisory
frameworks can identify and mitigate those risks. In
order to understand the scope of the document we
have to define what RegTech solutions are: “Regulatory Technology (RegTech) means any range of
applications of technology-enabled innovation for
regulatory, compliance and reporting requirements
implemented by a regulated institution (with or without the assistance of RegTech provider)” [4].

These sources ensured broad feedbacks from a
wide range of stakeholders, providing an essential understanding of the extent and the impact of the use of
RegTech solutions and provide valuable insights into
RegTech market developments. The sample of surveyed RegTech market’s actors is sufficient to have a
clear view on the market. In terms of the geographic
distribution of financial institution respondents, the
sample covers all regions within the EEA and represents a mix of credit institutions, payment institutions, electronic money institutions and investment
firms.

All the proposals are technology neutral, meaning that the use of a specific technology is neither
preferred nor prejudiced and the use of new technologies is not inadvertently prevented because of
the regulatory or supervisory approaches. The final
goal is balancing innovation, scalability and competition across the EU Single Market meanwhile continuing to achieve the central regulatory objectives
of consumer protection, prudential resilience, market
integrity and ultimately financial stability. Technological neutrality is the cornerstone to guarantee a
support to the scaling of innovative technology crossborder, to raise awareness on RegTech within the regulatory and supervisory community and to inform
any relevant future policy discussion as to how best
to ensure that regulatory and supervisory initiatives
facilitate scaling of innovation. Linked to the transformation of regulatory activities, is related to the use
of technologies for supervisory purposes (SupTech),

Current RegTech Landscape in
the EU
Overview of the RegTech Market in the EU
In order to understand how RegTech is growing in
EEA (European Economic Area) and non-EEA (nonEuropean Economic Area) countries it is necessary to
identify the reasons of its development. First of all,
the necessity for financial institutions to be compliant
with the EU regulation induced the development of
advanced tools to reduce costs and human errors in
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FIGURE 2: Proportion of adoption six segments of RegTech applications

reporting, this automation of regulatory reporting is
the area in which RegTech dwells. Secondly, since
data are becoming the greatest resources, activities
like data gathering, data governance and data analytics are now critical attributes for financial institutions.
Finally, an effective, safe, and sustainable market can
be reached by market participants, regulators and
supervisors through new advanced solutions. The
analysis considers six segments of RegTech applications: Anti Money-Laundering/Countering the Financing of Terrorism (AML/CFT), Fraud Prevention,
Prudential Reporting, ICT Security, Creditworthiness
Assessment (CWA) and a general “Others” cluster.
The proportion of their adoption is shown below
(Figure 2). The chart below shows that, based on the
sample of surveyed Financial Institutions (FIs) and
RegTech Providers, the most frequently used RegTech
solutions are related to AML/CFT especially for FIs.
The latters seem to adopt also ICT solutions with a
hearty percentage. Fraud solutions are also of particular interest for FIS. From RegTech perspective Fraud
solutions are particularly important, while ICT solutions are not of particular interest. The adoption rates
seem to differ between FIs and RegTech providers
except those for AML/CFT.
The methodology described in the first chapter
helps to identify how RegTech is now developing
in EEA and non-EEA countries, and it is useful to
understand the temporary evolution of the RegTech
market. From the RegTech survey other three major
findings emerge:

offered. A large proportion (40%) of RegTech
providers are already in the growth phase moving away from the early stage and build-up
stage.
For what concerns the adoption rates, the survey
indicates that there are several FIs with advanced
experience of RegTech solutions and services. From a
maturity perspective, on average, more than a half of
RegTech projects are already in the production stage.
From a geographical point of view, the survey suggests a greater market share for EEA countries, but
the most successful examples can be found among
non-EEA institutions. Moving to national developments related to RegTech, the document emphasizes
that public authorities across the EU undertake several RegTech-related activities to address inadvertent
barriers to the application of these technologies and
to the scaling up of innovation in this field. Although
the majority of national competent authorities are
by law neutral towards competition and do not have
specific mandates to support or promote particular
business fields, including the RegTech sector, they
have an interest in finding ways to engage with the
industry on RegTech-related topics from a supervisory perspective. Looking at the spending level, in a
half of the surveyed FIs, the investment on RegTech
solutions is below the 20% of the overall IT budget.
However, the survey results indicate that there is a
handful of FIs that seems to have a significant reliance
on RegTech, with up to 40%-60% of the total IT budget going into the operations of RegTech solutions.
Only in few cases the RegTech spending exceed the
60% of total IT budget. Analyzing the satisfaction
level, approximately 10% of FIs are very satisfied and
the 60% is satisfied of the realised benefits of adopted
RegTech solutions. The highest level of positive feedback is seen across the ICT security, fraud prevention
and creditworthiness-related RegTech solutions. The
comparison of external RegTech solutions with internal solutions shows that differences between external
and internal solutions tend to be limited, with the
overall satisfaction level of external solutions slightly
higher. Further split of RegTech solutions by the de-

• There is a sizeable RegTech market accessible to FIs, although the majority of surveyed
RegTech providers went live with their solutions only within the last six years.
• Most of the RegTech providers has small number of clients: the 39% of the RegTech Providers
in the sample have less than six financial institutions as their clients.
• Survey results also indicate some signs of
RegTech market saturation beginning in certain RegTech segments in terms of solutions
Issue n. 3/ 2021
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ployment model reveals limited differences between
Software-as-a-Service (SaaS), RegTech-as-a-Service
(RaaS) and on-premises solutions. The highest degree
of satisfaction is reached for SaaS solutions, followed
by RaaS solutions.

than three months. It takes less than six months for
almost 90% of solutions.

The Underlying Technologies behind the RegTech
Solutions

EBA analyzed the main benefits of RegTech solutions
from FIs and RegTech Providers’ perspective and the
advantages of using RegTech solutions over the traditional one. Note that cost savings can be expected
for both FIs and RegTech Providers.
FIs’ highlights:

Benefits of RegTech Use

The use of innovative technology in the financial sector continues at fast pace. A few technologies have
been identified as the most relevant in this context
and their current status of adoption is reported in the
following lines. From the FIs’ perspective, the top five
most used technologies are Data Transfer Protocols
(44% of FIs uses this technology), closely followed by
Cloud Computing (43%), Predictive Analytics (34%),
Machine Learning (32%), and Semantic/Graph Analysis (25%). The top five technologies behind the
RegTech providers’ solutions are Cloud Computing,
enabling 69% of RegTech solutions, Machine Learning (61%), Data Transfer Protocols (51%), Semantics/Graph Analysis (41%), and Natural Language
Processing (NLP) (41%). It can be true that RegTech
providers associate their solutions with a number of
forward-looking technologies, even if some of these
still may be in the process of development: for example, the use of cloud computing and Machine
Learning (ML) across all RegTech segments on the
FIs’ side is lower than on RegTech providers’ side.

• Enhanced risk management, monitoring and
sampling capabilities;
• Reduction in human errors and stimulus for
professionals to foster on higher value tasks;
• Facilitation in predictive analysis and reduction of costs.
Benefits as seen from RegTech Providers’ perspective
are summarized by the following three concepts:
• Increased efficiency and ability to reduce the
impact of ongoing regulatory changes;
• Efficiency and effectivity, cost minimization;
• Increased ability to organize complex information and to integrate regulatory data.
Main benefits of RegTech solutions are perceived
quite differently by FIs and RegTech providers, this
may sometimes be an obstacle in the discussions
about RegTech solution adoption. RegTech providers
may be proposing their solutions emphasizing benefits that may not be prioritised by FIs. RegTech
providers need to identify the FIs’ actual pain points,
while FIs could benefit from better awareness of offered advantages of RegTech providers’ solutions.
Cost pressure and cost reduction are seen lower down
on their list of key benefits by both FIs and RegTech
providers. However, there are quite significant differences in how cost pressure is perceived as a driver
for RegTech adoption otherwise on the side of FIs,
the cost factor may be as less important because of
the initial costs associated with onboarding a new
RegTech solution.

Governance Processes for RegTech Adoption
A few governance process components are necessary
for FIs to adopt RegTech solutions. It involves undertaking risk assessment and due diligence, obtaining
sponsor for the RegTech project with an FI, reaching
agreement on ICT spending. Moreover, it comprehends ensuring interoperability of RegTech solutions
with any legacy systems, ensuring that the RegTech
solution is always up-to-date with the latest regulatory requirements, and planning an exit strategy in
case a RegTech solution is no longer needed. A few
governance process components are necessary for
FIs to adopt RegTech solutions. In this sense, undertaking risk assessment and due diligence, obtaining
sponsor for the RegTech project with FIs and reaching
agreement on ICT spending, are only a part of the
governance components mentioned above. In fact,
EBA emphasizes that ensuring interoperability of
RegTech solutions with any legacy systems, continuous updating with new regulatory requirements, and
planning an exit strategy in case a RegTech solution is
no longer needed, are other governance components
that must be considered by FIs. The time between the
decision to implement a new RegTech solution and
bringing it into production can be another criterion
for the selection of a particular provider. The average
time in months, as indicated by RegTech providers,
from the start of a proof-of-concept until going live
into production for two-thirds of all solutions is less

Challenges of RegTech Use
For what concerns challenges, the point of view of
both Financial Institutions and RegTech Providers is
reported in the paper. It seems that RegTech market
participants still need to overcome a few hurdles to
make RegTech solutions one of the main drivers of
the digitalization of the financial sector. The majority
of challenges faced by RegTech Providers are related
to FIs. 91% of surveyed FIs perceive ‘data and data
quality issues’ as primary obstacles, whilst 91% of
the FIs and 74% of the RegTech Providers perceive
‘integration with legacy systems’ as one of the major
barriers to the adoption of new RegTech solutions.
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• Internal governance/legal risk: risk to
fail in complying with applicable legislation or with internal regulations.

From the FIs’ perspective the main challenges
are “data related”, moreover a few problems emerge
from the interaction with the ever-changing legal
framework. The most important challenges are Datarelated challenges and cybersecurity threats. They
comprehend data quality, data privacy and protection, lack of data integration, data availability and
cybersecurity threats. Moreover, legal and regulatory obstacles processing personal data need to be
taken into account. Another hurdle stems from the
need to integrate RegTech solutions with the existing
legacy systems and to adapt them to changes in regulation. Most of the FIs perceives RegTech Providers’
solutions as immature, generic, not tailor-made to
individual FIs’ need and expensive. Lastly, a lack of
necessary skills and training is highlighted among
FIs staff slowing the adoption of new RegTech solutions. Most of the challenges seen from RegTech
Providers’ perspective stem from the interaction with
FIs, such as absence of technological capabilities on
FIs’ side and lack of understanding of RegTech solutions. A wide variety of challenges faced by RegTech
Providers are related to Security, data privacy and
protection issues, in particular, privacy regulation
may be one of the key inhibitors for FIs from sharing
datasets with RegTech Providers. Other obstacles
highlighted consist of a lack of fixed, clear and harmonized legal and regulatory requirements as well
as the cost of user acquisition.

• Conduct and consumer protection risks.
4. Compliance risk: reliance on RegTech solutions may cause FIs to fail to comply with the
applicable legal and regulatory framework.
5. Concentration risk: reliance on a certain
RegTech Provider may lead to the rise of a systemically important RegTech Provider, whose
failure may have system-wide implications.
From the competent Authorities’ perspective, the
challenges arises from the difficulty in the assessment
of the effectiveness and reliability of the technological solutions and lack of the skill set and tool set
needed to supervise the use of technology enabled
by RegTech solutions.

Deep Dives into RegTech
Segments
The paper identifies six segments of RegTech applications, here is given a brief description of each area
along with its goal and the associated benefits (Table
1).

Conclusions

Main Risks

There is a wide array of benefits brought by Artificial
Intelligence and they are related both to firms and to
society. In particular, for the financial sector the major benefits are: reduction of costs and human errors,
enhancement of decision-making and risk management processes, improvement of system and data
integration. Nevertheless, such new technologies
bring also risks that must be identified, monitored
and managed. Examples of risk on the use of artificial intelligence by financial institutions are business
continuity, operational risk, technology-related and
personal data protection, compliance and concentration. Although most of the issues associated with the
use of AI by financial institutions are quite similar
to those for traditional models, issues related to fairness are emerging for those systems. Hence, even
the regulators could leverage existing standards, laws
and guidance. They also intervene to address the use
of Artificial Intelligence in order to avoid discrimination but also ensuring awareness to data subjects
about data-driven decisions: the data used and how
it affected the decision.
Given this landscape, regulators and supervisors
are now working on guidelines and legislations in order to set principles and rules to manage risks, without compromise the use of algorithms in decisionmaking processes. The stage reached of regulation
developed is still a work-in-progress, with supervisors that are working in partnership with industry

The focus on the risks is from FIs’ perspective. Some
of them may be addressed by the forthcoming new
regulation on digital operational resilience in the financial sector (Digital Operational Resilience Act),
proposed by the European Commission in September
2020. Five main risks have been identified:
1. Business continuity risk: Risks for the continuity of services and/or affecting confidentiality,
integrity or availability of data.
2. Technology-related risk and personal data
protection risk: FIs may not actually know
where the Provider’s servers and data storage
are located, which could be an issue if no adequate level of data controls is activated.
3. Operational risk:
• ICT and security risk: risk of loss due
to breach of confidentiality or inability to improve information technologies
rapidly, this includes security risks coming from inadequate internal process, cyber attacks or physical attacks;
• Reputational risk: risk of dissatisfaction/loss of confidence in the FI by its
main stakeholders if the RegTech solution does not fulfill the expectations;
Issue n. 3/ 2021
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TABLE 1: Deep dives into RegTech segment

and other technology stakeholders to develop guidelines for the use of Artificial Intelligence. Compared
to US and UK authorities, the European Union one is
the most in advance on these topics, where Artificial
Intelligence was discussed through three different
approaches: the first two strictly related to the financial sector and the latter takes into consideration the
use of such technology in all sectors. The European
Commission wrote the first ever made proposal for
a regulation on Artificial Intelligence. Unlike the
first two documents, this work is intended to be applicable to all stakeholders dealing with Artificial
Intelligence, not only for financial institutions. With
this proposal, the European Commission defines riskproportionate rules, dividing Artificial Intelligence
systems in four categories: prohibited AI systems
(with a level of risk for safety and human rights non
tolerable), high-risk AI systems (systems that need
undergo to a conformity assessment and with clear
obligations for providers, authorized representatives,
importers, distributors and users), limited risk AI
systems (with specific transparency obligations) and
lower or no risk AI systems.

for decisions made through algorithms), principles
for the developing phase (data governance, data protection, ensuring robust and replicable results, documentation, and validation) and principles for the
application phase (putting human-in-the-loop, feedback processes, contingency measures, ongoing validation and evaluation). The third main point of view
focused on Artificial Intelligence is given by EBA.
It’s analysis of the RegTech landscape focused on
the potential implementation of Artificial Intelligence
for financial institutions. Furthermore, it discussed
about the expected benefit, challenges for regulators
and entailed risks that affect not only the firms, but
also customers and clients.
The above mentioned three proposals are the first
approaches on defining guidelines, principles, regulations on the use of Artificial Intelligence. The
main objective of these points of view is the implementation ad use of trustworthy systems and the
protection of the human rights. Through the proposal of regulation of the European Commission to
set up risk-proportional and future proof rules centered on defined risk-based regulatory approaches
and without creating unnecessary restrictions. In this
way AI systems are divided in four categories, with
the exclusion of certain system from the market due
to their harmful practice, and with the provision for
other AI systems (high-risk and lower risk) of specific obligations. In order to promote and protect

The second approach analyzed was brought by
BaFin, which set out several principles applicable
to financial institutions using Artificial Intelligence
in a decision-making process. These principles are
divided in key principles (where is provided the attribution to senior management clear responsibility
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innovation, it is important that the interests of smallscale providers of AI systems are considered. To this
end, Member States should develop initiatives that
would help these actors to get access to AI sandboxes
together with big providers, enter channels of communication, be aware of the AI activity. Furthermore,
this proposal provides the constitution of a new authority, the European Artificial Intelligence Board
with the mandate of collecting and sharing expertise
and best practices among Member States, contributes
to uniform administrative practices in the Member
States, issues opinions or recommendations on the
regulation. The main challenge of this landscape
is the legal certainty and ensuring the elimination
of any obstacle to cross-border AI-related services.
Regulators and supervisors shall support the Single
Market by contributing to the harmonization of the
regulatory framework.
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AI Fairness Addressing Ethical
and Reliability Concerns in AI
Adoption
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D

uring the last 15 years there has been considerable advancements in AI algorithms, leading AI to achieve
comparable - and sometimes superior - performance to human expert judgment. Not surprisingly, AI is now
ubiquitous in financial industry: financial firms apply AI to select investments, banks to score creditworthiness,
insurances to identify frauds - just to mention a few examples. However, AI algorithms do not resemble (human) logic, but
leverage subtle statistical associations in data to make point estimate predictions. This results in black-box architectures,
which lack of transparency and do not ensure that predictions generalise to changes in data distribution induced by
exogenous factors. Therefore, increasing concerns have risen on AI reliability, resiliency along with several ethical threads,
which extend well beyond AI failure or malicious use.
In the present document, AI-related risks and their technical origins are discussed. Furthermore, a summary of the
regulatory framework for AI, recently proposed by the European Commission, is provided, accompanied by methodologies
to address the mentioned issues.
Finally, while most AI applications are built on top of data-driven pattern recognition algorithms, which enforce agnostic
models on data, the authors advocate the reversed approach. Probabilistic graphs, which can integrate theory-driven models
with high-level information, allow to generate predictions in the form of posterior probability distributions. Probabilistic
graphs bring multiple technical and epistemological benefits, as exposing their functioning principle, allowing risk
assessment, counterfactual reasoning and increasing knowledge of the phenomenon being studied.

D

uring the last 15 years there has been considerable advancements in AI algorithms complexity and performance. Machine Learning
(ML) is the cornerstone of AI, as it allows programs
to operate tasks for which they are not explicitly programmed. In other words, ML algorithms can learn
to emulate a behavior as exhibited in data. For example, these technologies, in principle, may recognize
patterns in the historical daily prices of a stock to
predict its future price, without requiring any knowledge of financial markets, technical analysis, and so
on. As most ML algorithms are intrinsically mathematical or statistical models, an important limitation
is they require a vector of numbers as input data.
While transforming input data into a vector is relatively straightforward for many applications, such as
stock price prediction, it is very limiting in areas such
as Natural Language Processing (NLP) or Computer
Vision, where inputs are complex unstructured data,
as a newspaper page or a video record. The rise of
Deep Learning (DL) enormously boosted AI. Deep
Learning algorithms can be viewed as arbitrary sequences (or networks) of ML algorithms, where the
model at a certain stage processes the output(s) of
the previous one(s). An important advantage of DL
Issue n. 3/ 2021

is the possibility to take as input arrays of any shape
(not just vectors), or even sequences of arrays. This
allows to feed images, video, text, sequences of tables
with minimal data processing. For example, DL can
process time-series information, as historical stock
prices and volumes, along with textual information,
as news and balance sheet content - and potentially
even communication networks - to extract a signal
useful for future returns prediction. However, power
and flexibility come at the cost of loosing control on
how a DL algorithm connects inputs (e.g. news text
and past prices) to outputs (e.g. future predictions).
This problem is compounded by the fact ML/DL
algorithms (hereinafter we refer to both as ML) do
not resemble human reasoning (or formal logic). The
connections between inputs X and outcomes y is
learnt on the basis of subtle associations (patterns)
appearing in training data ( X, y). ML learns those
specific associations, without necessarily individuating the real dynamic causing y from X. Although
some techniques are applied to assert an algorithm
can generalise beyond the specific data observed during the learning phase (i.e. training), the risk the
algorithm exploits a subtle statistical bias to make
predictions is very high. This problem highlights
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several reliability and ethical dangers, because it may
cause not just functioning failures (e.g. prediction
errors), but also discriminatory behaviors (e.g. errors
in prediction specific to a group). Those issues are
discussed in greater detail in the following sections.
Section 2 describes most of the social and ethical implications of the use of AI technologies. Then,
Section 3 resumes the current normative standards
and guidelines concerned AI governance. Section 4
discusses the technical origin of the issues previously
mentioned, with particular emphasis on reliability
concerns. Section 5 advocates alternative methodological and modelling procedures to address those
limits while also providing considerable epistemological advantages. Finally Sections 6 walks through a
technical definition of fairness and introduces practical methods to detect and tackle unfairness in AI
applications.

security, transparency and accountability.
Fairness
AI decisions are informative in critical domains such
as credit scoring, employment and medicine. However, those decisions may be biased. In relation to fairness, a bias is a systematic evaluation tendency, which
may not necessarily affect prediction performance,
but does make unethical discrimination among social
groups. Therefore, biases generate unfair decisions.
Formally speaking, biases can be conceived as statistical differences among groups, and may arise at
three levels. First, biases exist in the real world and
AI is guaranteed to detected and exploit them for
making inferences. For example, if a certain ethnic
group is statistically more exposed to default risk,
any ML algorithm would naturally reduce (but not
zero) the likelihood of granting a loan to any individuals of that group. Second, even if biases do not
exist in the real world, they may appear in data. This
could happen for a variety of reasons ranging from
reflecting direct or indirect discriminatory beliefs to
mere chance of sampling error. Third, biases may
arise from technical choices in the AI architectures,
such as loss functions penalizing extreme records
(e.g. people diverging from stereotypical representations), improper architectural design in relation to the
problem (e.g. use of linear boundaries for complex
representations), along with many other reasons.
To be more concrete, consider a potential scenario
in credit scoring: an AI system decides whether to
discard an application for credit or send it to an analyst for further evaluation. A similar system can
be implemented with a family of ML technologies
named classifiers. Classifiers are functions which
given an input, such as information extracted from
a credit application, output a categorical decision
within a set of potential choices, for example: {0, 1}
indicating "discard", "process". The specific function
mapping inputs to output is automatically learned
from data providing correct examples of input-output
association, through a computational process named
training. In this context, biases penalizing (or favoring) a certain social category over another (e.g. male
vs female) may arise from very subtle statistical differences in data. For instance, if data used for training
the classifier contain a percentage of defaults across
women significantly superior to men, the algorithm
learns to favor men to women in granting credit. This
does not imply the algorithm won’t grant credit to
women, but a specific set of credit applications may
exist for which the fact that the applicant is a man
or woman determines whether the decision outcome
is "discard" or "process". Notably, in this example the
bias (i.e. significantly mean difference in defaults
across gender) does not exist in the real world, where
women may even default less than men, but appears
in data as a consequence of the process of data collections, or merely by chance.
Biases may arise for reasons much more subtle

Social and Ethical Implications
According to a recent update of the International
Data Corporation (IDC) Worldwide Semiannual Cognitive Artificial Intelligence Systems Spending Guide,
spending on AI systems will reach $77.6 billion in
2022. Notably, this amount is more than three times
the $24.0 billion forecast for 2018. AI has undoubtedly benefited to society because it automatises mechanical and possibly harmful tasks, improves production, increases services availability, while creating
at the same time new business opportunities and
reducing operational costs. Although AI has frequently been accused of leading to a job apocalypse,
anecdotal evidence and several studies suggest that
human jobs change but don’t disappear. For example, a study examined impact of AI and robotics
on three prominent sectors: manufacturing, retail
banking, and nursing homes. The study found the
introduction of AI initially replaced human workers,
but often those industries generated new jobs that at
least partially offset the losses (Lee, 2020). Indeed,
implications of such a widespread AI adoption are
more subtle than apocalyptic fears grabbing newspaper headlines.
While malicious use of AI can already be appreciated on a large-scale (see Facebook’s news-feed
algorithm influencing elections), we believe that criminal abuses are well balanced by uses of AI in countering frauds, crimes and several types of threads.
The present document focuses on unintended and
unforeseen consequences of AI. In our view, unintended risks may arise because of three factors: i)
prediction biases favourable or unfavourable to specific social categories, ii) sudden and unpredictable
AI failures in response to environmental changes and
iii) unequal availability of AI benefits in economy
and society. In the following subsections five main
risks deriving from those factors are discussed: fairness, inclusiveness, reliability and safety, privacy and
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than this. Even if the marginal distributions of defaults are balanced between men and women (i.e.
man and women equally default), there may be differences in the joint distributions, which are easily
detected by the classifier. This case may also be difficult to diagnose. Another discriminatory behaviour
may be generated by the statistical representativeness
of groups, is to say, how many observations refer
to a group. consider an AI system which is used
for sorting applications by creditworthiness: limited
resources are available and should be allocated to
top n applications. The fact that the algorithm was
exposed to a limited number of data for a certain
category during training may biases it to assign an
inferior score to instances of those category. This
behavior reflects the reduced confidence in a group
as a result of inferior amount of information.
It should be noted that ML models are designed
to detect and take advantage of statistical biases. Indeed, even biases originating from sampling error
and raising unfairness are used by algorithms because lead to in-sample performance gain. Some
techniques to reduce fairness biases are introduced
in Section 6. However, it should be clear that very
frequently eliminating a bias implies reducing performance - although the opposite may also be true.
Therefore one may wonder why preventing AI from
using a discriminatory information (e.g. ethnic
group) if this lead to better choices. An answer to
a similar question goes beyond the purpose of the
present article; however this dilemma is useful to
appreciate the intrinsic power of AI technologies in
shaping a society were abstract values (e.g. moral values) find concrete application - at least in the digital
world.

interactions with final users. However, this pushes
AI towards reflecting the majority group.
Inclusiveness also concerns avoiding that some
economical entities may benefit of AI far more than
others, potentially leading to a new socio-economic
equilibrium. Imagine that a certain AI technology allows to predict the stock market with high precision.
However, such a technology requires huge amount of
data along with unprecedented computational power
demand which only a few corporation have or can
afford. If this scenario sounds a bit science fiction,
it is worth mentioning Generative Pre-trained Transformer 3 (GPT-3). GPT-3 is a language model created
by OpenAI, which is capable of generating ex novo
very realistic human-like text, even concerning technical domains. GPT-3 is considered the most exceptional language model to date. However, GPT-3 does
not use any technologies which hasn’t already been
applied to similar AI architectures, but its higher
performance is attributed to its huge number of parameters. GPT-3 capacity is ten times larger than
Turing NLG, the next largest NLP model. As a consequence, the amount of data required to train GPT-3 is
so huge that the whole Wikipedia represents just 3%
of the overall training set. According to one estimate,
training GPT-3 costs at least $4.6 million. If a similar
technology offers a crucial competitive advantage in
any industrial area, only few player would survive.
From a technical perspective, there is little scope
for intervention. While there is extensive literature
on how to handle AI computational limits, there
is no obvious way to extend an algorithm trained
with data from population A (e.g. majority group)
to make predictions for population B (e.g. minority group). Some recent advancements in ML fields,
such as Meta-Learning and Autoencoders, are likely
to help developing more generalised forms of AI,
which can be extended beyond the data perimeter
used for training.

Inclusiveness
Inclusiveness requires AI be designed to encourage
the widest possible equitable use and access. Inclusiveness becomes crucial when AI is conceived as a
resource providing a competitive advantage in social,
economic or health domains. The main barriers to
inclusiveness are linked to data and computational
resources access. From a final user perspective an increasing problem could be having access to appropriate hardware to run AI applications. Today most AI
applications run on personal computer, smartphones
or are offered as web applications at a reasonable
price. In a near future, dedicated hardware, such as
GPUs or TPUs are likely to become a standard. Moreover, specific equipment may become necessary to
benefit of AI, especially in health-related areas, and
equipment may include portable EEG helmets and
virtual visors. Being excluded from accessing those
devices may become as impacting as being prevented
from using a computer today. Another issue is that
AI may come in a form not suitable for minorities,
because is trained to emulate data which reflect majority group mainly. Furthermore, a benefit of AI
is that it may keep improving (i.e. learning) from
Issue n. 3/ 2021

Reliability and Safety
Reliability concerns refer to AI failures or poor resilience to input changes, and are discussed in greater
depth in Section 4. As AI levels off human performance in specific tasks, or even encompasses it, an
increasing number of human responsibilities are delegated to AI. However, this implies that a sudden
and systematic AI failure is likely to cause serious
damage. Once more, this is not a regrettable prevision, but is now a matter of history. The tragedy of
lost lives and economic recession caused from the
Covid-19 pandemic did not spare AI systems and in
particular predictive systems based on ML.
ML forecasts future outcomes based on past
events, as described in training data. This fact may
suggest that ML cannot forecast an event which has
not occurred in training data. Luckily this is not
true, otherwise ML forecasting would be reduced to
a mere lookup of similar events in past data. However, what ML model in general cannot predict, along
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with any traditional statistical model, is a change in
the logic associating observations to forecasts. Indeed
ML models, as most statistical models, are thought to
work with Independent and Identically Distributed
(i.i.d.) cross-sectional data. Unfortunately many ML
applications are not consistent with this assumption.
A major violation of the i.i.d. assumption was recently provided by the pandemic. Not only the pandemic damaged AI systems during the time-window
including the enforcement of local lockdowns. The
influence of the data disturbance caused by the pandemic is still a main issue in any AI application, and
data scientists need to incorporate data exogenous
to the phenomenon of interest, to factor out the variation caused by Covid-related dynamics. Ordinary
phenomena, characterized by little magnitude compared to the pandemic, still have the potential to
massively damage the functioning of AI systems.

found their indisputable success (see Section Alternative Modelling Approaches). If AI systems can
be deceived in subtle ways, the answer to reliability
issues is to include human workforce in validating
the model in a continuous way (Human-in-the-loop).
This may lead to the paradoxical conclusion that humans are necessary to supervise systems designed to
replace some human activities. We claim that humanAI synergy is indeed the key to successful use of AI
in industry - and in particular in finance. HumanAI cooperation is beyond the scope of the present
document, but we want to conclude this subsection
suggesting that prosperous AI applications should
be designed to increase human intelligence, not to
replace it.
Privacy and Security
Privacy is a fundamental right. AI consumes data
to learn how to emulate a behavior (training) and to
predict. Notably, AI also generates data when doing
inference. All these types of data may rise privacy
concerns. Input data (either train or test) may contain
sensible information which should not be disclosed.
A straightforward choice to avoid exposing AI to
sensible data is to delete sensible information from
input datasets. However, deletion may not be enough,
because AI could still recover protected information
from the covariance of other variables. Indeed, some
algorithms (e.g. DL models) automatically generate internal data representations which are useful to
predict the target variables. Those representations
may reveal sensible information which are not explicitly contained in either input or output data. For
example, a DL model may automatically determine
a latent representation which could implicitly infer
customers’ sexual orientations, religious beliefs and
personality profiles. Those representations may help
the algorithm recommending products on an online
retail platform. However, an expert data scientist
can uncover and interpret those representations, and
potentially figure out protected information of which
the customer himself is not aware. Similarly, an algorithm may be used to directly predict a sensible
information.
As any other tools, AI can be leveraged for malicious purposes. In this article we limit to mention
some technically interesting AI abuses. In paragraph
2.3 we mentioned as a small change in input data
may change the output of an AI system. An expert
data scientist could exploit this phenomenon to make
subliminal changes to an input in order to obtain a
certain prediction outcome, even in absence of appropriate conditions. Noteworthy in this regard is AI be
essentially a software, so that all the hacks which can
be applied to software (e.g. buffer overflow) could
by used against AI systems as well. However, while
"traditional" hacks tend to exploit hardware or code
logic vulnerabilities, AI is vulnerable in its mathematical aspects as well. Finally, some AI applications can
be used to generate data similar to a provided input,

Reliability concerns are further exacerbated by
the fact there is no obvious way to monitor and prevent AI system failures. Although many AI systems
provide some kind of confidence point estimates
along with predictions, in most cases those confidence should be intended as the probability of the
prediction being correct given prediction data is consistent with training data. Therefore, it is not unusual
an algorithm make a mistake with high confidence,
therefore those confidences usually have little practical utility in monitoring, for example, performance
degradation of the system over time. A useful suggestion to improve ML reliability is to investigate
prediction errors in training. Those errors reveal far
more on ML functioning logic than tons of good
predictions. Similarly, it is important to assert that
AI properly responds to edge cases, which are typically characterised by a reduce amount of training
data (i.e. more uncertainty). The danger is that a
very small and apparently insignificant variation in
input data may cause an important change in AI behavior. For instance, the Computer Vision system
of an autonomous-driving car may exhibit virtually
perfect precision in recognizing a stop label as such.
However, the same algorithm may be dramatically
deceived if someone pastes a yellow smile on the
stop label. The amount of red in the label may be a
crucial feature for the algorithm to identify the stop
label. The small concentration of yellow may push
the mathematical representation of the observation
in multidimensional regions closer to a "speed limit
130" label, with adverse consequences.
In other terms, changes that do not affect human performance on a task, or which are not even
perceivable, may seriously impact AI behavior. As
mentioned before, those changes have the potential
to make the algorithm very confident in a wrong inference. A proper way to address those issues would
require the development of generative models of input data, along with their relation to target behavior.
However, this is exactly what ML algorithms attempt
to bypass, and also the very reason why ML models
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or even to generating specific changes with respect to
an attribute in inputs. Prominent examples of those
applications are fake text, pictures and videos. AI has
proved to be able to generate from scratch scientific
papers, math textbooks, political speeches; all these
examples are formally consistent with originals, but
devoid of content. The same applies to media content, where AI can perform classical photo editing
tasks and can even generate realistic video depicting
people involved in any kind of activity. Clearly, those
technologies have an incredible potential to generate
ideological and material false representations, with
huge social and judicial implications.

of AI technologies. The regulatory landscape of AI
is an emerging issue at global level, and currently
it sees involved political entities, as the European
Commission, along with supra-national bodies such
as IEEE and OECD. A first line of regulations on data
protection, also relevant for AI applications, was enacted by the European Commission under the name
of General Data Protection Regulation (GDPR) in
2018. GDPR is related to data which can be linked
to identifiable individuals and applies to companies
that resides in EU, or provide services in EU, or store
data in EU. Notably, fines for violations of GDPR can
ammount to 4% of company worldwide revenues.
Companies should inform users on the reason why
data are collected and can use those data only for
the communicated purposes. Moreover, companies
should guarantee the security of those data and maintain an active program of monitoring to ensure compliance and accountability of any violations.

Transparency and Accountability
Accountability refers to the necessity to justify AI
predictions to any entities (not necessarily human)
interacting with the system. For example, it should
be clear whether an algorithm is suggesting to buy a
certain product, because customers with similar purchasing history bought it or whether the algorithm
is maximising the exposure of paid-advertisement
products. Specifically, some families of algorithms
(i.e. Reinforcement Learning models) drive the interaction with the final user towards a specific purpose
(e.g. maximising sales). Users have the right to know
the high-level functioning objective of an AI they
interact with, and importantly, have the right not
be deceived by AI. This is especially true if AI exploit their data to pursue a goal which is know to
the final user. Feedback loops can occur when the
model controls the data which appears to the user.
The data the user is exposed to can quickly become
flowed by the algorithm itself. This typically happen
with recommendation system. A consequence is that
the user is pushed to consume certain content, as
watching a movie or buying a product, but she is
deceived to be responsible for those choices. To ensure accountability, predictions should be derivable
from the algorithm prediction logic. Therefore such
logic should be transparent, although not necessarily deterministic. Transparency includes inspecting
model logic and reproducing the dynamics resulting
in a certain prediction. Transparency also implies the
need for representation of the moral values and societal norms holding in the context of operation, which
impact on various step of the algorithm life-cycle,
beginning from the very reason which determined its
development. Therefore accountability in AI requires
both the function of guiding action and the function
of explanation.

In 2019 some AI ethical guidelines were published by the European Commission to manage AI
associated risks, while promoting the adoption at the
same time. More recently, the European Commission
published a proposal for a Regulation on Artificial
Intelligence in April 2021. Such a proposal includes
several legislative proposal which should be intended
as a schema for national regulations, consistent with
existing norms. Such European proposal will be summarised later in this section - for a deeper discussion
see European Commission Regulation on Artificial
Intelligence, iason Research series. Before considering the regulation proposal, it is worth noting that
for companies which adopt AI to evolve regulatory
frameworks inevitably comes at the cost of reducing ability in the use of AI. On the one hand, with
proposals still evolving and a proper legislation still
missing, it is not yet clear what should be done. On
the other, the process of compliance with the new
regulations will take considerable time and may require important technological and methodological
upgrades, therefore it should be considered well in
advance to avoid a halt of productive systems when
a national regulation will enter into force. In the
rest of the section the current (proposed) regulatory
framework will be discussed from the perspective of
the authors - i.e. data scientists technically operating
in the field.
Beyond the specific European Commission proposal, we identified three factors which are recurrent
in technology normative standards at global level
and should be integrated in AI governance practices
right now. The first factor is the requirement to conduct assessments of AI risks and to document how
such risks have been addressed and minimized, if
cannot be solved. This is in line with regulations
in force, such as the GDPR, which requires impact
assessments for high-risk personal data management.
The second factor is accountability and independence,
suggesting that data scientists, compliance officers,
lawyers and stakeholders evaluating the AI system

Normative Standard and
Guidelines
The regulation of Artificial Intelligence (AI) refers to
the development of appropriate policies and legislation aimed at promoting and regulating the adoption
Issue n. 3/ 2021
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have different incentives, so that can effectively perform an unbiased evaluation. This may also take
the form of hiring outside experts to be involved in
the evaluation process to prove full accountability
and independence. The third factor is the need for
continuous monitoring of AI algorithms, which include the development of appropriate performance
metrics. Those metrics can be divided into: outcome
metrics, describing the business impact (or the impact on users) of AI solutions, and output metrics,
which keep track of the statistical properties of AI
outputs, or input-output relations.
Coming to the EU proposal, such Regulation on
Artificial Intelligence is considered "the first ever legal framework on AI”. This document introduces a
comprehensive regulatory framework, aiming to provide, from AI developers to final users, with clear
requirements and obligations regarding specific uses
of AI. The regulation also outlines which technologies
shall be considered AI. Those include: any types of
Machine Learning (and Deep Learning), Logic- and
knowledge-based approaches (including Expert systems), Statistical approaches, Search algorithms and
optimization methods. Notably, such definition may
be questioned from a technical perspective as these
technologies greatly differ one another also in terms
of ethical concerns which may rise. Furthermore, the
proposal is aware of the efforts needed to change and
seeks to reduce administrative and financial burdens
for business. The following specific objectives are
pursued by the regulation with regard to the use of
AI in EU.

classifying the trustworthiness of people (limited to
public sector); using real-time remote biometric identification in publicly accessible spaces for the purpose
of law enforcement (unless and in as far as such use
is strictly necessary).
AI application should be classified based on their
inherent risk level. AI systems identified as “highrisk AI systems” are those used in relation to safety,
for instance as safety components on machinery, cableways and medical devices). High-risk AI also includes systems which allow biometric identification
and categorization of natural person, those involved
in the management of critical operations or infrastructure and those deployed in education or administrative domains. High-risk AI systems are subject
to strict obligations. Providers shall implement a
risk management system for the entire AI life cycle
and ensure that their systems are compliant with the
mandatory requirements. Furthermore, providers
shall put a quality management system to ensure
compliance with the overall regulation, including a
technical documentation detailed with information
on AI development. For credit institutions, such documentation, along with automatically generated logs,
should be part of internal governance - as regulated
by Directive (CRD IV) 2013/36 EU, Article 74.
Moreover, before placing on the market or putting
into service a high-risk AI system, providers shall register it in the EU database. The registration requires
to provide a description of the intended purpose of
the AI system and the type and expiry date of the
certificate issued by the notified body (along with
other information). Certificates are issued by notified
bodies after the assessment of conformity with the
mandatory requirements. Certificates are valid for
the period they indicate, which shall not exceed five
years. Where notified bodies finds that an AI system
is no longer compliant with the requirements, they
shall suspend, withdraw or impose restrictions on the
certificate issued. The AI Regulation also imposes
obligations on users of high-risk AI systems, who
should use AI in accordance with the instructions for
use, ensure that input data is relevant, and monitor
the operation of the high-risk AI system based on the
instructions.

• Ensure that AI systems are safe and respect
existing law on fundamental rights and EU
values;
• Ensure legal certainty to facilitate investments
and innovation in AI;
• Enhance governance and effective enforcement
of existing law on fundamental rights and
safety requirements applicable to AI systems;
• Facilitate the development of a single market
for lawful, safe and trustworthy AI applications and prevent market fragmentation.
To achieve these objectives, the proposal adopts
a regulatory approach limited to the minimum requirements without i) constraining and hindering
technological development and ii) disproportionately
increasing the cost of AI development. The European Parliament and the Member States will adopt
the Commission proposals in the ordinary legislative procedure, and proposal should be integrated
into the existing obligations and procedures under
Directive 2013/36/EU (CRD IV). Member States will
have to designate one or more national competent
authorities (NCAs) for the purpose of supervising
the application and implementation of the regulation.
The Regulation also provides that some AI practices
shall be prohibited. Those include AI systems: using subliminal techniques to drive a person’s behavior; exploiting vulnerabilities; evaluating, scoring or

Some obligations are also provided for limitedrisk AI system, and mainly concern about users’
awareness of dealing with AI system. Notably, the
Regulation acknowledge that to promote and protect
innovation, it is important that the interests of smallscale providers and final users of AI are considered.
Finally, the European Parliament and the Member
States will need to adopt the Commission’s proposals on a European approach for Artificial Intelligence
and on Machinery Products in the ordinary legislative procedure and should be integrated even into the
existing obligations and procedures under Directive
2013/36/EU (CRD IV).
Before it can be adopted, however, the AI Regulation will join an already crowded digital docket
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and must pass through a complex and contentious
legislative process. The AI Regulation is consistent
with the broad outlines of EU policy set out in the
Commission’s February 2020 AI strategy paper, so
there are few, if any, complete surprises. However,
the broad and potentially vague definitions highlight
the difficulty of translating general principles into
enforceable legislation. Similarly, the extensive obligations imposed on providers, manufacturers, importers, distributors and users of AI systems will be
daunting for all but the largest companies, and the
new governance and enforcement regime will add to
an increasingly dense regulatory forest in Europe.

Alan Turing published the legendary paper "Computing Machinery and Intelligence" in 1950. Therefore,
Machine learning was not suddenly invented, rather
it is an accumulation of techniques from statistics, optimization, algebra, calculus and computer science.
Machine Learning (ML) is the core application of
AI, since provides systems the ability to automatically
learn from data and improve from experience (i.e.
more exposure to data) without being programmed
to execute a predetermined strategy. Therefore ML
efficiency is proportional to available data, but also
to available computational power, necessary for data
processing, but also to increase algorithmic complexity. Notably, computing power costs have decreased
by a factor of 10 every four years since 1950 - although this trend appears slowing down during the
last decade. Similarly, the total amount of data globally generated has grown by a factor of 40 during
the last 10 year. Therefore, it is not surprising that
while quantitative domains such as risk management,
decision making and finance were traditionally led
by theory-related models (theory driven approach),
during the last 15 years the trend reversed with
the increasingly adoption of powerful algorithms for
pattern recognition and automated prediction (datadriven approach).

Technical Considerations on
Data-driven Approaches
In the last 15 years there has been considerable advancements in sophisticated AI algorithms which
leverage huge amount of data to make decision, forecast, classify or, more generally, optimize a computational problem. Nowadays many AI predictions
are comparable to, or even superior, human experts
judgment. Not surprisingly, a similar success has
generated much enthusiasm around AI applications,
leading to the conviction, even among experts, that
AI, along with sufficiently big data, allows to make
optimal predictions in a purely automated way. In
other words, many believe that a sufficiently powerful algorithm could solve any problem (e.g. predict
the stock market) without human intervention, as
long as provided with a few billion records of labelled data (see later). This section deep dives into
such a belief and highlights some issues and limits
concerned the automated use of data.
A key feature of AI algorithms is their ability to
work out a problem without being explicitly designed
for that problem. For example, search algorithms attempt to achieve a certain purpose (e.g. win a chess
match) by using heuristics for selecting the best longterm actions (e.g. move), without exploring all possibilities. However, those types of algorithm are not
really "intelligent", in the sense cannot handle a certain problem in a condition-specific way, but keep applying the same strategy in any scenario. In contrast
Multivariate Pattern Recognition are machines (i.e.
algorithms) with the power to learn. Arthur Samuel
invented some of those algorithms and coined the
term “Machine Learning” in 1952, defining it as a
the “field of study that gives computers the capability to learn without being explicitly programmed”.
Samuel wrote a checkers-playing program which is
the world’s first computer program that can learn
from experience. However, it is interesting to note
that many Machine Learning techniques have been
discovered even before the invention of the first computer. For instance, the method of least squares was
published by Legendre in 1805. By 1940s computers
appeared, but nobody believe they could learn, until
Issue n. 3/ 2021

Although, data-driven approaches provide many
important advantages, it is reasonable to expect that
high-risk AI applications be designed in a thoughtful
manner, by taking into account knowledge on the
process being modelled and not just data. On the
contrary, data-driven approaches are rather problemagnostic and learn to emulate a behavior without
necessarily grasping the underlying dynamics. This
has led to draw more attention on "brute-forcing"
problems, for example by enlarging model computational complexity, instead of increasing the comprehension of the problem itself. More recently, the
widespread adoption of data-driven algorithms generated concerns, mainly regarding two crucial and
related points: how much can we trust them (uncertainty about prediction) and how much control
can we have on them (uncertainty about predictive
logic). Those concerns are also motivated by empirical evidence showing that, although ML has proved
excellent performance peaks, it is vulnerable to subtle
changes in input data (i.e. small changes in input
cause dramatic changes in output). Furthermore, ML
is vulnerable in an unpredictable way, because leverages decision-criteria which do not resemble human
reasoning. This also implies that the decision-criteria
allowing the algorithm to work are usually very unclear. Finally, it should be noted that complex tasks,
such as trading the financial market, are not executed
by a single algorithm, but by a wealth of algorithms
which interact one another, generating further complexity and unpredictability.
As previously mentioned, the term AI encompasses several technologies which are combined to
emulate a certain behavior. Therefore an AI architec-
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ture is typically composed by different modules, each
tackling a specific logical or computational problem,
overall exhibiting an “intelligent” behavior. Such a
behavior is not limited to return a prediction, but also
includes the dynamic management of a wealth of processes taking place underneath the hood, as for example converting a web-page into a list of tokenized sentences, and in turn those sentences in mathematical
representations which can be handled by statistical
models. Consider an AI architecture which analyses balance sheets, financial news bulletins, historical
stock prices (along with other relevant information)
to forecast the closing price of a stock. Within such an
architecture some algorithms operate in a deterministic way, as are explicitly programmed to carry out
specific tasks (e.g. text extraction and normalization).
Notably, several issues, including fairness and reliability concerns, may already arise at this stage. Other
algorithms use statistical or mathematical models of
varying complexity. Those models are characterised
by assumptions, that should be met to guarantee the
validity of results.

similar phenomenon may suggest a structural flaw in
the architecture, but indeed it simply reflects the fact
the algorithms does not “reason” according to logic
or causal relations. Instead, ML projects the input information (i.e. features) into a complex mathematical
space, which is segmented into portions associated
to outcomes. Depending on the algorithm, such projections may be recovered or be extremely hard to
decode.
One may wonder whether such a level of complexity is really necessary. Surprisingly, most often
the answer is no. Model complexity should be proportional to the intrinsic complexity of the phenomenon
being modelled. It should be noted here that AI
systems emulating cognitive abilities, such as image
recognition or natural language understanding, are
indeed approximating the functioning of far more
complex systems - namely the neurophisiologycal
networks in the brain. In contrast, most AI applications in industry do not need to resemble a complex
dynamical system composed by 100 billion interacting elements. If the association between input data
and outcomes is not too abstract, simpler models may
outperform sophisticated Deep Learning algorithms.
However, what frequently happens is a data scientist be asked to model a phenomenon he is totally
unaware of. The fast and easy solution becomes to
throw a bunch of data to some data-driven pipeline
and increase ML complexity hoping in improving the
prediction outcome. Complexity could be decreased
and predictions improved if some hints are gained on
the data-outcome relationship and such knowledge
is encoded in the feature engineering process.

For example, the ubiquitous use of Pearson correlation coefficient (r) should be considered with respect to its assumptions, namely: continuous variables, related pairs, absence of outliers, variables are
normally distributed, variables are linearity related
and homoscedasticity (stable variance) holds. Figure
1 illustrates the result of correlating 100 independent
pairs of random variables drawn from a Normal or
a Uniform distribution. Notably, in the latter case
the normality assumption is violated. In either case,
the correlation coefficient is not quite 0 for a certain
portion of samples. However, while independent
samples drawn from a Normal distribution have on
average a Pearson coefficient between [−0.2, 0.2], if
the normality assumption is violated the probability
of observing |r | > 0.7 with independent variables
is greater than 5%. Therefore, violating model assumptions leads to decreased predictive performance,
increased uncertainty and explainability issues.

From a mathematical perspective, optimal inference on y based on observed events X can be obtained
without any AI architectures by computing P(y| X ).
However, such a probability distribution cannot be
computed directly for most use cases, because of both
analytical intractability and information limits on
P( X ). Therefore, the power of AI lays in several families of computational models which leverage mathematical tricks to approximate P(y| X ) as a function
f ( X, w) → y, where w is a set of parameters determining the function behavior. Those computational
models are the ML (and DL) algorithms discussed
so far. ML models are trained on data, resulting in
deterministic algorithms which map input to output
using a point estimate of parameter weights, usually
optimized by Maximum-Likelihood. From this point
of view, a major concern is that ML algorithms are
optimized on finite data subsets coming from an unknown distribution, therefore different models and
different parameter weights may fit the same data
equally well, yet none of them being accurate with
respect to the population from which data are drawn.
Considering that the population is usually unknown,
the only solution to mitigate this issue is to select
models and weights consistent with the underlying
phenomenon originating the data (see Section Empirical Fairness in AI).

Finally, other algorithms operate in an almost impenetrable manner (black box), and there is no clue
how inputs are connected to outputs. This is typically
the case for Deep Learning models - although important difference exists. For most of those algorithms,
only the contribute of each variable (i.e. feature) with
respect to the prediction can be somehow estimated,
for example by comparing what a model predicts
with and without that attribute. However, complex
models are far from using the linear contribution of
each features, therefore a very small change in inputs
may correspond to a completely different output. For
instance, with reference to the trading AI system, it
may be reasonable to guess that if there is no relevant news concerning a certain stock in a specific
day, any neutral change to the text should not affect the final prediction, as the text does not contain
any useful information in relation to the stock price.
However, this belief is likely to be contradicted. A
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FIGURE 3: Person r distribution for independent samples drawn from Normal or Uniform

implemented in scikit-learn, was used for modelling.
A 3rd -degree polynomial kernel was used and relevant hyperparameters were estimated from trainset
noise. Group 0 data were split into train (group0train )
and test (group0test ) independent samples for crossvalidation, while Group 1 data were entirely used
for testing group0test . Therefore SVR was trained
on group0train , then tested on both group0test and
group1test . In this simulation Group 0 represents the
data available during AI development, while Group 1
simulates observation occurring when the algorithm
is deployed in production. Figure 4 summarises the
results in terms of explained variance (R2 ), a measure of how much variation in the target variable
(i.e. height) is captured by the model (where R2 = 1
means perfect predictions). While group0train and
group0test show appreciable and similar R2 , indicating a good fit of the model and absence of overfitting
effects, R2 appears reduced by half in group1test .

ML Performance Degradation Under Distributional
Shift
A very simple experiment was set up to illustrate the
effect of a distributional shift. A list of height and
weight pairs (N=25k) was considered to train a ML
regressor to predict height (y) from weight (X). Figure 2 shows how height linearly grows with weight
for most of the distribution around the mean, while
tails tend to deviate. Such a pattern can be observed
in many practical phenomena.
In order to simulate a shift between train and
prediction distributions, observations were assigned
to two groups (group 0 and group 1) with an aleatory
function which increases the probability of assigning
an observation to group 1 as weight increases. As a
results, the average weight is slightly lower for group
0 than group 1; considering the observed linear relation, the same applies to height (Figure 3). Notice
that a shift in distributions means does not represent
an issue per se, indeed an adequate modelling procedure is expected to generate a model which can
generalize to unseen scenarios, at least to a certain
extent. However it is fundamental the shift in means
does not implies a change in the relation between X
and y - as partially occurs in this example.
A Support Vector Machine Regressor (SVR). as

Several factors contribute to the R2 drop in
group1test . It is worth mentioning how the curve
of height in function of weight changes for extreme
height values in a way which cannot be predicted
from Group 0 data. This is probably not the main
source of fall in performance in this case, but highlights an important concern, which it may be de-

FIGURE 4: Plot of height in function of weight
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FIGURE 5: Plot of the distributions of the two groups (0 and 1) used for training and test purposes

FIGURE 6: Plot of SVR performance in terms of R2 (explained variance)

scribed as "looking back when one should look forward". To describe such a problem an example is
introduced: suppose we want to predict the surface
area of a balloon after blowing n times into it. A
ML algorithm would be very successful in predicting
the surface area resulting after n blows, potentially
modelling subject differences in the effect of blowing, possible cycles, the non-linearity of the surface
increase due to the physic of the phenomenon. The
only thing the ML algorithm cannot predict is the
most obvious: the balloons burst at a certain threshold. Standard ML models cannot incorporate this information unless several balloons bursts are reported
in training data - but bursts are what typically we
want to prevent.

architectures, such as a limited version of GPT-2,
which would be practically impossible to train from
scratch for most business uses. Comprehensibly, ML
represents a targeted solution for many use cases.
Some Cloud providers offer services which automatically select and train a ML solution based on
uploaded training data. All of this was hardly conceivable just ten years ago and it is certainly a great
benefit for several economic sectors. However, there
are high-risk domain where ML, while still useful, is
not enough in terms of either performance (including
reliability) or fairness.
First of all, some domains are characterised by
hundreds of years of research and it would be reasonable to require an algorithm to reflect some of this
knowledge, instead of learning from scratch from
limited data. Interestingly, some fields of study are
characterized by "noisy data", violating the ML requirement of cross-sectional i.i.d. data. Common
examples of "noisy data" in financial applications are
censored/truncated data and data selection biases.
In the first case the dependent variable is observed
(or recorded) only within a certain interval and exceeding values are not recorded at all (censored) or
truncated to interval boundaries. In the second case,
available data are not representative of the population they are drawn from, for example because
records are collected at the end of a selection process (e.g. application approval). In both cases, fitting
any ML models on those data will result in biased

Alternative Modelling
Approaches
Popular ML libraries, such as Scikit-learn, provide
hundreds of ML models implementations available
for free, tweaked with recent innovations from ML
papers and ready to use with high-level APIs. Most
of those ML models work just fine out of the box and
provide a ratio between performance and development costs which is hard to beat. Similar pre-trained
DL implementations are freely offered by several
repositories, and include state-of-the-art transformer
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(i.e. systematically wrong) predictions. Finally, in
some applications knowing the range of variation
of a prediction is more important than knowing the
most likely occurrence. For instance, we may be
more interested in knowing the probability a certain
index drops below a certain critical threshold, than
predicting its most likely value.
Probabilistic methods allow to provide an answer
to the forementioned problems. On the one hand,
probabilistic methods allow to encode prior information into the inferential process; for example, information about data being censored/truncated or sampled
with a bias. On the other hand, probabilistic methods
offer the possibility to switch mindset about the very
purpose of estimation. In fact, from a Bayesian perspective, there is no true parameter to approximate
with maximum precision, as unknown parameters
are indeed random variables. This means that the
variation empirically observed, as the difference in
samples means drawn from the same population, are
not only attributable to sampling or measurement error, but reflect an intrinsic variation of the population
parameter itself. Random variables can be described
in advanced, before incorporating data, to encode
knowledge on a phenomenon into the model estimation. This mindset allows to compute the parameters
posterior distribution, and optimize with respect to
the whole distribution of what a parameter value
could be. In other terms, while classical approaches
uses Maximum-Likelihood estimation to find the best
parameters for the data under analysis, Bayesian approaches find a distribution of parameters for all
possible data occurrences.

process results in a set of posterior distributions describing the probability distribution of all the possible
variations. An exhaustive description of probabilistic
methods is far beyond the purposes of this document,
but some key features are mentioned and briefly discussed.
A probabilistic model allows to specify a graph
similarly to a Bayesian network, but it can leverage
computational tools, such as i f − else statements,
which cannot be incorporated in a Bayesian network.
When data enter into the graph, a propagation mechanism updates probability distributions in the network,
in any directions. Therefore, probabilistic models allow a type of backward inference named explaining
away (nonmonotonic reasoning), which enables inference not only on the target variables, but also on all
the other observed or unobserved (i.e. latent) variables in the network. So entering an observation in a
(effect) node will result in back propagation, meaning updating the probability distribution of a cause
node (and vice versa). Notably, those networks do
not require a complete set of observations (i.e. all
the features) to make predictions, as needed in ML.
Indeed, the model can even work without any observation at all, in such a case it would assume the
prior distribution. Finally, a probabilistic model is
transparent in the way it arrives at a decision, which
is very beneficial for managing the fairness issues
discussed before.
Probabilistic models are trained through Monte
Carlo Markov Chain (MCMC) or Variational Inference (VI). We leave the details of those techniques, but
we limit to say that MCMC attempts to approximate
the posterior distributions by sampling from it and
moving towards region characterized by increased
probability densities. This procedure is usually slow
and may require some tricks to work properly, but potentially can provide very good estimates for any type
of graph. In contrast VI approximates the posterior
by fitting a family of arbitrary distributions (guide)
through Maximum Likelihood. Therefore VI is an
optimization procedure, technically very similar to
Stochastic Gradient Descent used in Deep Learning.
VI is fast and easy to parallelize, but its performance
greatly depends on the choice of the guide, which is
not an obvious choice.

Probabilistic Methods
Probabilistic models rely on Bayes’ theorem to incrementally integrate evidence provided by each variable into a generative model of the phenomenon
under study. Although probabilistic model may appear completely unrelated to classical ML, these two
families of inferential models are conceptually comparable and can be combined in a unified architecture.
A Perceptron, the simplest form of Neural Network
(more complex forms give rise to Deep Learning),
can be seen as a graph where each input variable is
connected to all the other variables through a set of
randomly initialized weights, which should converge
to some optimal value during training. In contrast, a
probabilistic model is a graph where a variable has
some type of connection only to variables related to
it via a conditional probability distribution, so that
A → B becomes P( B| A). The type of connections,
the connected variables and the resulting probability
distributions are initialized by a data scientist and
should reflect knowledge about the underlying dynamics. The training process optimizes likelihood
parameters (i.e. observed variables) through Maximum Likelihood, as in classical ML. However, latent
variables distribution (corresponding to weights in
ML) are updated accordingly to Bayes’ rule. This
Issue n. 3/ 2021

Beyond Predictions
In the present document we have discussed several
concerns arising from algorithms which make predictions. Those predictions may be unreliable, biased
and obtained in a black-box manner. ML is useful
to make predictions when the dynamic generating
the outcomes is unknown or cannot be formally described. But ML has little to enrich knowledge on the
problem is applied to. In a previous section, GPT-3
was mentioned, a colossal language model capable of
generating human-like text. What did we learn about
language from GTP-3? Nothing. We argue that in
many scenarios even more relevant than predictions

45

Argo Collection
is the ability to identify and apply knowledge. In
this context, knowledge can be conceived as a set of
correlative, causal and logical relationships, which
organises the information reflected in data. Such an
organization principle can be modelled by a probabilistic graph, bringing several benefits.
As ML models, probabilistic graphs can be used
to predict and make decisions. But they can also be
used to design, communicate and, notably, understand observable dynamics. A great advantage of
graphs resides in their potential to reveal conditions
under which results hold, or revealing which conditions would lead to different results. This allows to
generate counterfactual observations, or more in general operate counterfactual reasoning. For instance,
a common AI application in financial industry is the
estimation of creditworthiness. Such a task poses an
important problem. Typically, banks have records
for clients to whom credit was granted. The vast
majority of those clients repayed the debt, leading to
a severe representativeness unbalance between good
and bad debtors. Therefore, a similar dataset, just as
it is, cannot be used for training an algorithm to score
creditworthiness, as there is not enough information
to model the distributions of clients who defaulted
(little information) and potential good borrower who
haven’t got credit (no information at all). However,
Bayesian networks can handle this type of problems.
Those stochastic networks can generate all possible
scenarios conditioned to a set of observations, therefore can emulate the outcome of lending money to
a client who had his credit application rejected (or
did not apply at all). Importantly, the result of the
simulation is not just a single prediction but a whole
probability distribution. This is crucial to make decisions that take into account the risk level. Furthermore, this type of models allow to determine which
attribute would lead to a different outcome. In theory,
these techniques can be used to direct the client to
actions oriented to the desired outcome (e.g. obtain
credit), or to reach an optimal agreement which is
beneficial to both parties.

or bad" (Webster’s Ninth New Collegiate Dictionary);
• "The branch of philosophy that deals with distinctions between right and wrong" (J.M. Last);
• "A set of moral principles, especially ones relating to or affirming a specified group, field,
or form of conduct" (Oxford Dictionary).
It is hardly surprising that operational definitions of
ethical concepts, such as fairness, are somehow shallow, deficient and, notably, conflicting one another.
Therefore, there is no standard way to assess the
fairness of an AI system and data scientists performing fairness evaluations are required to understand
which practices best apply to each scenario. In the
following subparagraphs the problem of fairness in
AI is broken into semi-independent components on
which can arise and can be tackled.
Metrics Concerning Fairness among Groups
A model is considered fair, in relation to protected
groups, if errors are distributed similarly across protected groups. However, there are many possible
ways to interpret this. Below the most used fairness
metrics are listed:
1. Demographic Parity: suggests that a predictor
is unbiased if the prediction ŷ is independent
of the protected attribute A, so that:
Pr (ŷ| A) = Pr (ŷ).
Notably, such a metric may conflict with equality of opportunity, which allows classification
results in aggregate to depend on sensitive
attributes, but does not permit classification
results for certain specified ground-truth labels
to depend on sensitive attributes.
2. Equality of Odds [6]: a predictor ŷ satisfies equalized odds with respect to protected
attribute A and outcome Y, if ŷ and A are conditionally independent on Y.
Pr {Ŷ = 1| A = 0, Y = y}

Empirical Fairness in AI

= Pr {Ŷ = 1| A = 1, Y = y}, y ∈ {0, 1}.

In the previous section computational approaches
alternative to ML were discussed. Those approaches
can help reducing and managing fairness issues.
However, whether we want to avoid, detect or fix
fairness-related problems in AI, an operative definition of those kind of problems is needed. Indeed,
the pursuit of fairness in AI frameworks poses a further issue, which hasn’t been mentioned yet. As AI
is essentially composed by mathematical and computational methods, a descriptions of "fairness" in a
formal language - such as mathematics or computer
code - is necessary to tackle related ethical issues.
Considering that common definitions of ethics are:

Equalized odds enforces that the accuracy is
equally high for all groups and punishes models that perform well on the majority group
only.
3. Equality of Opportunity [6]: a binary predictor ŷ satisfies equal opportunity with respect
to A and Y if:
Pr {Ŷ = 1| A = 0, Y = 1}

= Pr {Ŷ = 1| A = 1, Y = 1}.
Equal opportunity is a weaker, though still interesting, notion of non-discrimination, which
provides more flexibility.

• "The discipline of dealing with what is good
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4. Predictive Parity [8]: a classifier satisfies Predictive Parity if both protected and unprotected groups have equal Positive Predictive
Value (PPV: the fraction of positive cases correctly predicted to be in the positive class out
of all predicted positive case).

empirically improves fairness at the cost of
accuracy.
• Manipulating observed data [5]: proposed
manipulating individual features x from data
X in a way that depends on the protected attribute p. Each dimension x was divided in
case where the protected attribute p is 0 or
1. Then the cumulative distributions F0 [ x ] and
F1 [ x ] are computed and aligned to a median cumulative distribution Fm [ x]. Conceptually, this
procedure is similar to standardising group of
observations by subtracting the mean of each
group. This approach has the disadvantage
that it treats each input variable x ∈ X separately, which may affect the joint distribution
of X (e.g. feature interactions).

Bias Mitigation Algorithms
The described metrics can reveal biases, but do
not help in removing them once the algorithm has
already been trained. Approaches to handle biases have been developed for all stages of development: data collection (Identify lack of examples or
covariates), pre-processing, in-processing and postprocessing (by Change thresholds or Trade off accuracy for fairness). Methods to address biases are
discussed for each of those stages.

• Manipulating labels and data [4]: learned
a randomized transformation P( x ′ , y′ | x, y, p)
that transforms data pairs { x, y} to new data
values { x ′ , y′ } in a way that depends explicitly
on the protected attribute p. Such a problem is
formulate as an optimization problem in which
prejudice is minimized with constraints on the
level of distortion of the original values. This
approach has the advantage of taking into account interactions between data dimensions.
However, the randomized transformation is
formulated as a probability table, so this is
only suitable for datasets with small numbers
of discrete input and output variables.

Data Collection
Identify biases intrinsic to data is fundamental, because those not only cause biased predictions for
protected groups, but may invalidate the entire decision function estimated by the algorithm. Biases
may arise in data in several forms, such as mean or
variance differences among groups and covariates.
Interestingly, even when biases do not appear in data,
still data may rise biases in the algorithm predictions.
This is typically caused by differences in classes representativity - along with more complex cases. There
is no obvious method to address those issue, but collect more data. However, this is typically hard to do,
because data collection may be expensive and tend to
replicate the same biases, if not performed according
to statistical sampling strategy (which are even more
expensive).

• Re-weighting data pairs [3]: re-weighted the
{ x, y} pairs in the training dataset so that the
existing cases where the protected attribute p
is linked to a positive outcome in the disadvantaged group are more highly weighted. Then a
classifier is trained considering these weights
in the loss function. Alternately, re-sampling
the training data according to these weights
and using a standard classifier.

Pre-Processing
A straightforward approach for eliminating biases
from datasets consists in removing the protected attribute and other elements of the data that are suspected to contain biasing information. Unfortunately,
such suppression rarely suffices. There are often subtle correlations in data leading the algorithm to infer
the protected attribute. The degree to which there are
dependencies between data X and the protected attribute p can be measured using Mutual Information.
Such dependency is known as latent prejudice. As this
measure increases, the protected attribute becomes
more predictable from the data.
Four approaches for removing bias by manipulating the dataset are now described.

The mitigation techniques applied during preprocessing increase dataset quality but can only be used
to optimize Statistical Parity or Individual Fairness (if
the metric is given) because they do not have any information on classification labels. Furthermore, these
actions will decrease performances (mainly accuracy)
with respect to other methods applied outside preprocessing.
In-Processing
An elegant (but complex) approach for removing bias
during training is to explicitly remove such a dependency by leveraging Adversarial Learning. Other
easier approaches include penalising the Mutual Information between p and the prediction using regularization techniques and fitting the model under the
constraint that it is not biased. All those methods are
briefly discussed.

• Manipulating labels [3]: trained a classifier,
then found examples close to the decision surface. They then swapped the labels for some
of the edge cases in such a way that a positive
outcome for the disadvantaged group is more
likely and re-train. This heuristic approach
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FIGURE 7: Adversarial learning for fairness. While a first algorithm learns a decision function, a second model exploits
such function to predict the p. This techniques attempts to maximize predictions while minimizing p effect on predictions

• Adversarial de-biasing [2, 7]: evidence of protected attributes in predictions are reduced by
constraining the algorithm to predict and simultaneously fool a second classifier, which
in turn attempts to classify the protected attribute p from the output of the first algorithm.
Figure 5 illustrates the Adversarial de-biasing
mechanism.

to enforce a specified fairness constraint. Therefore
post-processing approaches provide great flexibility
and do not require model retraining.

Conclusions
AI plays an increasingly important role in finance,
and today is hard to find a use case in stock price
prediction or credit ratings where ML is not being
leveraged in some form. However, AI systems do
not come without risks and remarkable ethical implications. A crucial issue is that most AI applications
work in a black-box manner, behaving according to
unintelligible mathematical logics which do not resemble human reasoning (or formal logic). Moreover, most ML algorithms were originally designed
to work on cross-sectional data and are sensible to
structural changes induced by time.
Notably, ML limits may be more relevant to finance than other high-risk industries, as gains in this
domain are frequently connected to benefit from systematic mistakes of another player. In this context, we
do not believe that a particular AI technology by itself
can offer an important competitive advantage, while
a systematic weakness in a deployed AI solution is
likely to draw significant disadvantages. We claim
knowledge make the difference, and ML should be
used beyond mere predictions, to test and inform theories that explain data. Only theories can individuate
cause-effect mechanisms that allow to make reliable
predictions and decision, which are not implicitly
contained in data. A theory can explain factual evidence as well as counterfactual cases. A theory provides knowledge which, ultimately, is what allows
to profit on unprecedented circumstances, where the
crowd (of ML models) fails.
In this document we introduced probabilistic
models, which carry multiple advantages in comparison to ML. They are flexible enough to encode
high-level knowledge into the algorithm and are also
transparent in the way elaborate evidence to reach

• Prejudice removal by regularization [1]: proposed adding an extra regularization condition
to a classifier for minimizing the Mutual Information between the protected attribute p and
the prediction ŷ.
• Hyper-parametric
model
optimization:
Bayesian optimization is chosen to identify
which hyper-parameters of the models can
identify protected elements of the dataset.
Bayesian optimization also allows to optimize
multiple metrics simultaneously, leading the
model to behave in the fairest way; however it
comes at the cost of very high computational
demand.
• Transfer learning technique: consist in training the algorithm on data not affected to critical
elements and then continuing the training introducing biased information. This technique
can only be performed with stochastic gradient
algorithms.
Post-Processing
Post-processing techniques for addressing fairness
provide several practical advantages. The most important benefit is that those techniques do not intervene on any stages of the training process, therefore
are de facto the only intervention which can be applied to industrialized application, without affecting
the whole pipeline. Similarly, post-processing algorithms do not need access to model functioning, as
limit to compute a post hoc mitigated decisions. This
is achieved by transforming the model prediction ŷ
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a conclusion. These two elements are promising to
solve many (but not all) problems concerning AI
fairness. Furthermore, probabilistic models allow
to increase knowledge on the phenomenon being
investigated, which can lead to a virtuous cycle of
increasing productivity and predictive performance.
However, probabilistic models are hard to implement,
depending upon very advanced statistical, computational and domain-specific competences, but also
prolonged computations time. Overall, they require
increased investments in terms of expertise, development times and costs.
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A

rtificial Intelligence has quickly entered in the financial services industry covering a wide range of applications.
Its use is not new in Financial Institutions, to reach better predicting power, specifically for default forecast
and classification purposes but it has grown significantly of recent years, thanks to the exponential increase in
data availability and storing capacity, coupled with the improvements in computing power. Models based on Machine
Learning approaches are often quite effective in classifying NPL and estimating debtors default probabilities, due to the
ability in catching complex connections existing among variables, however, this often occurs at the expenses of clarity and
interpretation as the connections among inputs and results are often obscured by the complexity of the process. This is one
of the main reasons why, though ML models provide an opportunity to interpret massive and unstructured data sources,
they have not been rapidly adopted into institutions’ IRB models without an adequate understanding by the management
and supervisors who see them more like a black box[6].
This work proposes a structured framework for the classification and evaluation of unsecured commercial NPLs according
to their potential recovery level. The first part of the work introduces the methodology used to create homogeneous clusters
through decision trees, i.e. by recursively splitting the variable space. Following, the most relevant performance indicators,
necessary to select and validate models estimated, are presented. Beside standard single variable indicators, providing a
rapid overview of performances, the ’Confusion Matrix’ is explained and extended. Finally, the definition of the threshold
necessary to correctly identify recovered dossiers is determined following different criteria. In order to evaluate the approach
analyzed, the results form the Random Forest framework are compared to those of more classical Logit methods proving to
be as reliable and slightly more performing even with a limited set of information.
The RF approach used to forecast the overall recovery at aggregate levels is then extended to analyze the recovery dynamic
on the basis of provided payment flows, obtaining good results again at aggregate level. Like for the overall recovery rate
model, the dynamic is also studied at aggregate level on the basis of a simple functional form for which parameters’ fitting
is much less calculation intensive, obtaining a good fit to the real recovery profile.

S

tatistically learning is a process meant to
identify patterns and rules among apparently
casual data to forecast future outcomes. It entails the ability to infer inputs-outputs mappings in
order to solve complex problems. Traditional modelling performs this task by assuming an underling
functional form and estimates key parameters from
past data through a procedure called fitting, while
Machine Learning methodologies assume no functional form and classification is inferred based on
direct characteristics of the events processed.
Hence, differently from standard approaches, with
ML models no prior functional knowledge is required. For its ability to identify hidden and nonlinear mapping, the ever-increasing availability of data
and processing power, ML was quickly adopted by
Financial Services to support a wide range of applications, in particular classification of credit exposures
and forecasting.
This work investigates a Machine Learning procedure, known as Random Forest, on a portfolio non-

performing commercial exposures sold from a bank
to a professional collector and compares the outputs with those of a standard linear approach as in
Moscatelli, Narizzano et al. [7] where non-financial
firms are analyzed with several techniques, from
standard regressions to Machine Learning, confirming that ML models, in particular those based on a
Random Forest approach, perform better than the
standard models, in particular when limited information is available.
Differently from that study, this work focuses on nonperforming exposures as in Brigo et al. [4] where
however, information relative to the bank recovery
process prior to sale were considered. Though in the
case considered in chapter , little was known on the
bank recovery process prior to acquisition, the comparison with standard statistical approaches shows
consistent and sometimes improved performance in
terms of recovery forecast, though this may occurs
at the cost of a higher model complexity and lower
transparency on the variables selection process. The
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study is presented in more details in a previous publication by the author [1], but it is here extended in
chapter by including the analysis of the recovery
dynamics with a dedicated RF model and examining
the impact of bullet recoveries. Before considering
the case study in chapter , a review of the approach is
presented in chapter , focusing on the description of
the model structure and the selection of thresholds.
The training set consists of short-term nonperforming utility bills to be recovered by the servicer, which usually purchases such exposures at a
discount and then works them out to some degree
of recovery. The correct price estimates and an efficient workout process are hence key to profitability.
Data provided is limited to basic information on the
debtor, the exposure and the recovery flow. Process
information would be very useful, in particular to
model the recovery dynamic, unfortunately that provided was limited and of bad quality.
The work estimates models both the recovery event
and the recovery rate on this restricted information
set. Performance are quite limited at dossier level but
fair at aggregate level. The main applications of ML
within innovative Financial Service Institutions are:

In the standard Logit approach, available information are combined linearly following a known
functional form and parameters are determined by
regressing each model variable in the event space:
Y = aX1 + bX2 + cX3 + dX4 + ... + nXn + ε.
While tree-based clustering recursively splits the
space, on the basis of a well-defined mechanism, generating complex aggregates. For each selected variable, at each stage of the process, splitting points are
determined in order to create two separate areas in
which the sum of distances of the events from the
cluster average is minimized.
In practice, if a linear relationship among inputs
and outputs effectively exists, the classical approach
provides good results and variables simply add up to
the final result which is more easily interpreted. On
the other hand, when such a relationship does not
easily stem out of available data, or involves complex
non-linear patterns, tree branching presents a number of advantages over more classical approaches, as
it:

• Classification;

• Provides a robust estimate without the need
for cross-validation;

• PD estimates;
• Credit scoring and monitoring;

• Over-fitting is automatically reduced with the
random selection of variables at each split;

• Early warning;

• Classifications rules can be easily represente
(single trees-only);

• NPL management;
• Decision making.

• Mirrors human decision-making more closely
than the regression approach;

While in ares of Regulatory concern its use is limited
mostly to:

• Can identify existing non-linear relations between the variables and easily handle qualitative predictors without the need to create
dummy variables;

• Model validation, mainly to develop challenger
models;
• Data quality improvement;
• Variable selection.

• Provides a measure for the importance and
contribution of each variable;

Approach Overview

• Naturally fills missing data through proximity
forecast and allows to handle to unstructured
data.

Tree-based Clustering
Within a ML approach event, classification is attained
by dividing the predictor space into a number of
smaller regions (clusters) where the output can be
considered homogeneous. A clustering rule is a set
of splitting points for each variable, called tree, each
dividing the event space into two separate areas.
Space splitting into homogeneous clusters occurs recursively with each split being independent from all
others, till when a stop condition is reached, such
as the minimum number of events in a given cluster. This allows asymmetric mappings unlike any
functional linear approaches, as illustrated in figure
8.

Unfortunately, while single trees can be graphically represented, tree-bundles associated to a RF approach cannot and look more like a black box which
worries the Regulator when it comes to validating
such models. The forest is formed by a large number of trees, each grown on a different event subset.
Initially n bootstrapped1 sub-samples are selected
from the event space for which the RF procedure will
create a distinct decision tree defined by a set of splitting points for every variable considered, as shown in
figure 9. Every tree is created by recursively cycling
through the following steps, at each know, until the
minimum size is reached:

1 Bootstrapping is a re-sampling technique which creates the desired number of samples of the same size and distribution
as the original sample, using sampling with replacement.
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FIGURE 8: Cows vs Wolves identification

FIGURE 9: Bi-dimensional splitting dynamics

• Randomly2 select m variables from all the p
descriptive variables available in the dataset
(procedure known as feature bagging);

It is important to underline that, the extent to
which the trees grasp patterns in the data is affected
not only by the number of variables used at each
split, but also by the depth to which trees are grown
(number of splitting layers). The depth of the trees is
determined mainly by the terminal node size, i.e. the
maximum number of observations that are contained
in the final node. Therefore, the model is characterized both by the number of variables involved at
each branching as well as by the number of processed
layers.
As mentioned, for a randomly selected variable j,
in order to maximize the homogeneity, the split point
C is defined by the following condition:

• For each of the selected variables find the splitting point that creates the ’purest’ sub-nodes,
i.e. the point minimizing the residual sum of
squares of predictions in the identified areas;
• Repeat the previous steps till the whole event
space is partitioned into clusters reflecting the
limit condition (i.e. each final node contains a
number of events not exceeding a given number);
• Generate a prediction Y (terminal nodes) for
each observation by applying the clustering
rules defined to the subset of events selected;

• For each variable j selected, the splitting point
C must grant the following condition:
n
o
R1 ( j, c) = X | X j < C

• For each observation, in every final node, take
the arithmetic average of the predicted values,
over all the trees created.

and

The tree-building procedure automatically eliminates any bias among different layers as the splitting
point is locally defined, i.e. it optimizes that specific
node and no other down the branching path. In addition, averaging the results of different trees reduces
output variance and improves model stability and
precision.

R2 ( j, c) =

n

o
X | Xj ≥ C .

• Determined as the value minimising the sum
of squared residual of predictions in each partitioned cluster (Hastie 2009):

∑

i:xi ∈ R1 ( j,c)

( y i − y R1 ) +

∑

(yi − y R¯ 2 ).

i:xi ∈ R2 ( j,c)

2 Randomizing the selection of variables at each split is meant to reduce the dependence of the model upon the most
relevant variables
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FIGURE 10: ROC curve

• ∆(S, t) is the reduction of the node purity
in node ’t’, measured as a reduction in
RSS (Residual Sum of Squares), due to
the new split in the selected variable;

Performance Indicators
Performance measures are key to model selection and
validation and models based on the ML approach
make no difference. Indicators based on a single variable provide a quick assessment, though sometimes
simplistic. The most used are:

• p(t) is the portion of all generated trees
reaching node ’t’ hence it represents the
probability that any given tree reaches
that node.

1. A commonly used indicator is the PseudoR2,
or Percentage Variance explained (PVE), measure calculated using the out-of-bag partition3
(OBB), of how close predictions on new observations get to the real variance in the output
variable, formally:

3. The ROC curve (Figure 10) is based on the rate
of real positive events - Sensitivity (on the Y
axis) and the rate of real negative events - Specificity. In this case (1-Specificity) is displayed on
the X axis, i.e. the fraction of negative events
incorrectly classified as positive (i.e. the false
positives, FPR). A key feature of ROC is that
the graph can display several models in the
same chart, making it easier to visually compare their performances. The diagonal line
representing the totally random model while
curves bending more to the top-left corner are
associated to models with higher performance
values.

1/n ∑in=0 (yi − ȳi )2 − 1/n ∑in=0 (yi − ŷi )2
1/n ∑in=0 (yi − ȳ)2
MSE
= 1−
,
Var (y)

PVE =

where ŷi , ȳi are the average of real and estimated outputs respectively.
A small value reflects a sub-optimal model,
while the perfect model (i.e. the model which
gives predictions equal to the observed values)
would be associated to a PVE equal to 1.

4. The Confusion Table (table 2) is a multidimensional indicator displaying the detail
components of the ROC curve, specifically the
number of cases correctly identified and those
incorrectly labelled. To facilitate analysis, in
this work the Confusion table has been extended to include totals and more ratios.

2. The Mean decrease in Accuracy evaluates the
importance of each variable included, by comparing the “node purity” at a given split, in
the alternative to include or not the variable in
analysis:
Imp( Xm ) =

5. The Extended Confusion Table (table 3) extends the information of the standard Confusion Table by adding totals and ratios linked
to different components, specifically:

1
∑ p(t)∆(S, t),
n t∑
∈ T V (S)= Xm

• Portfolio mix shows the percentage components (recovered and not-recovered, real

where:
3 For

each tree, usually, one third of observations are set aside for validation purposes.
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TABLE 2: Confusion Table

TABLE 3: Extended Confusion Table

vs forecast) in the portfolio. A similar
mix is key for a coherent forecast though,
of course not sufficient.

• The fraction of dossiers where a collection occurs (Ii is a Boolean variable associated to recovered dossiers), weighted by the exposure
(i.e. the weighted probability of recovery);

• OK ratio displays the fraction of correctly forecast dossiers recovered and notrecovered (e.g. ’correctly recovery forecast’/’tot recovery forecast’).

• The recovery ratio limited to recovered dossiers
(i.e. the recovery given recovery, RgR);
• The total portfolio exposure:

• KO ratio is the complement of OK.
• OK on sample ratio represents the fraction of correct forecasts (recovered or notrecovered) with respect to their real correspondents.

Rec =

N

∑ Reci =

i =0

N
∑iN=0 expi Ii ∑iN=0 Reci
·
·
expi ,
∑
∑iN=0 exp
∑iN=0 expi Ii i=0
(1)

where (IRec,i ) is a Boolean variable stating if the
dossier is recovered, determined by the the probability recovery.
Similarly to the PD/LGD problem, the process of
forecasting the recovery potential is divided into two
parts, each represented by a separate models, one
dedicated to estimating the probability of recovery
of the single dossier and the other meant to forecast
the recovery rate of that dossier in case of a recovery.
Aggregates in equation 1 are simply represented as
sums over a limited perimeter K, where the average
RgR and probability of recovery can be used instead
as an approximation:

• All True ratio represents the fraction of
correctly identified dossier recovered or
not-recovered out of all dossiers.
For instance, in the example provided in table
3, the model correctly identifies 20.221 dossiers as
non-recovered out of the 20.722 selected as such (OK
= 97,6%), however in reality there are 20.606 nonrecovered dossiers hence the model identifies 98,1%
of them (OK on sample). Unfortunately, this dynamic
reverses for positive cases where the model real hit
ratio is only 20% instead of 24,4% when referred to
estimated recovery.
The All True ratio of 95,8% showing the fraction
of all dossiers correctly identified, both recovered
and non, quite a good result considered the limited
number of information available.

Reck =

∑ RGRi ( Ii Ei ) = RGRk ∑ ( Ii Ei )

i∈K

i∈K

≈ RGRk PRk Ek .
When the probability of recovery is used instead
of the exact selection of dossiers recovered, the recovery amounts are note exactly equal if the simple
count of successful dossiers is considered i.e. it is
not exposure weighted. When the analysis moves
from real recoveries to estimates, the two models
mentioned estimate the rate and the probability of recovery respectively. The last is then converted into a

Model Development
The total recovery at portfolio level is the sum of
recoveries from all successful dossiers. The recovery
amount can be factored into its key components as
outlined in equation 1 where the three terms represents respectively:
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TABLE 4: Comparison of model performance

recovery event (Ii = 1) through the defined threshold:
N

d=
Rec

RGRi Iˆi Ei ).
∑ (\

of True Positive and True negative, i.e. the
“All True” ratio of the Extended Confusion Matrix. This approach provides equivalent performance on both recovery and non-recovery
cases, i.e. the “Ok” percentage is the same for
both categories, which is sub-optimal if classification errors are not symmetric. That happens
in this case since the wrong classification of a
recovery and of a non-recovery bear different
economic value.

(2)

i =0

As the RF approach is a stocastic process, different
trees will select a different list of successful dossiers,
hence also estimated recovered amounts would be
slightly different in different runs.
In order to compare the performance of the the
standard and the RF approach, the model meant to
estimate the probability of recovery is developed also
with as standard Logit, while the one addressing the
recovery rate is developed with a generalized Logit
framework, including categorical variables. The RgR
and PR models are independent of each other but
they are depended on the availability and quality of
data and potentially based on the same explanatory
variables. The probability of default is then converted
into a Boolean variable (recovered/ not-recovered)
through a threshold. Different options are available
to determine the choice of the threshold:

As shown in figure 11, where the distribution of
successful and negative recovery events are plotted
along their probability of recovery, in the same score
interval both types of dossiers can be found. If the
threshold is lowered, for instance, the classification
of recoveries would be more certain (i.e. the number of dossier wrongly classified as recovered would
be lower) but the correct classification ratio (CCR)
would also reduce as a higher number of recovered
dossiers would be classified as non-recovered.
Beside this threshold, an additional filter is applied in order to reduce the classification noise due
to the large number of dossiers with a limited recovery amounts, in absolute or relative terms. In
practice, those dossiers where the ratio recovery rate
to is lower than the defined ratio are classified as a
non-recovered.
The RF training process is structured as follow:

• When both recovered and unsuccessful
dossiers are normally distributed along the the
probability of recovery, usually the threshold
is defined as the half-sum of the scores where
the two distributions present a maximum.
• A more heuristic approach would be to determine the threshold that selects a number of
estimated recoveries equal to the real number
of recovered dossiers.

• The Forest is trained with client personal data
and financial data relative to the exposure;

• A totally analytical approach is that based on
Youden’s index, meant to maximise the sum

• RF hyper-parameters, specifically the number
of variables selected at each split and the num-

FIGURE 11: Comparison of model performance
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FIGURE 12: Dossier distribution by recovery range

FIGURE 13: Comparison of ROC performance

ber of trees trained in the forest, are defined in
order to optimize model;

aggregate levels confirm that the RF approach is comparable to that of the Logit approach but slight more
performing, even when little information is available.
Possible improvement to the model would consider
the total recovery rate, including collection expenses
associated to the different phases and discounting of
successive recovery flows.

• Contrarily to standard models, where correlated variables are excluded, the RF includes
all available variables and reduces correlation
by selecting a subset of them at each node.

Dataset and Performance Analysis

Case Study

The dataset provided includes unpaid utility bills
from 21.234 defaulted retail clients, previously processed by a bank As shown in figure 12, the recovery
profile is highly skewed, with the vast majority of
dossiers showing no recovery (successful dossier are
only at 2,9% of the total), few presenting nearly total
recovery, many of which with a bullet payment, while
a negligible portion presents a number of recovery
flows.
Dossiers provide information relative to exposure
and the debtor such as:

Recovery on NPL Portfolio
This case intends to provide a RF approach to estimate the value of a portfolio of non-performing retail
utility bills, sold from a bank to a specialized NPL
manager after a period of internal collection. The purpose is to determine the value of portfolio aggregates
on the basis of recovery estimates to be compared to
real flows and debtor exposures. In practice, three
models were estimated: two targeting the probability
of recovery, with a RF and with a standard Logit approach respectively; while the recovery rate in case of
a recovery is estimated through a standard regression.
Results from the RF model are also compared to the
outputs of a standard Logit model.
Though forecasting occurs at single dossier level, in
fact with limited performance, what really matters
to the investor is to determine a fair purchase price
i.e. to correctly determine the recovery rate for aggregates (e.g. at geographical area level). Results at

• Total exposure & total recovery;
• Age and gender (extracted form tax ID);
• Geographical area;
• Recovery flows;
• Time from default (months);
• Bank processing time (months);
• Number of contacts.
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TABLE 5: Summary of results by macro-area

FIGURE 14: Dossier distribution and final recovery rate by process duration

In order to improve model accuracy, data quality
was examined thoroughly before development performing a detailed analysis of recovery flows and a
process of data cleaning which led to the exclusions
of several dossiers with contrasting profiles.
When the performance of both approaches used
to estimate the probability of recovery, are plotted
on the same ROC graph (figure 13), the RF model
shows a moderate improvement with respect to the
standard Logit. From their relative extended Confusion tables (see table 6 in appendix ), more details
are available on the comparison of the correct classification of dossiers.
While the ROC curve is an absolute measure, the
correct classification rate, on which the Confusion
table is based, requires the definition of a threshold
determining which dossier is considered as recovered. In this analysis the threshold was determined
to target the effective number of recovered dossiers
and mirror the population split.
It is worth noticing that, differently from the deterministic Logistic approach, the Random Forest
includes a non-deterministic component that introduces minor changes at each new run, which will
thus assign different probability of recovery and thus
a different dossier classification which may slightly
change the value of aggregates.

Issue n. 3/ 2021

Summary Results
Before checking the results reported in table 5, it is
useful to review the definitions used to average recoveries in the summary table .
The expected recovery at cluster level is the sum,
over a defined perimeter, of expected recovery on
each exposure estimated as recovered, as outlined
by equation 2. As mentioned, this is a non-linear
function of the estimated probability of recovery (i.e.
I=1 if PR > threshold) provided from a model estimated through by a stochastic process, hence detailed
results may vary at each run, however averages at
aggregated level are quite stable:
N

c =
ER

[i = RgR
\
K ∑ Ei ,
∑ Ei Ii RgR
i∈K

i

where the average expected recovery rate RgR is
given by the total expected recovery on dossiers estimated as positive divided by the total exposure on
the same perimeter. To be compared with the real
recovery amounts over a limited perimeter k at
RECK = PRK RgRK

∑ Ei .

i∈K

The final results are summarized in table 5 by
averaging estimates over macro-areas and comparing
them to realized values. They confirm a fair match at
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FIGURE 15: Alignment of recovery flows

FIGURE 16: Total recovery dynamic by area

aggregate level, both for the probability of recovery
and the recovery rate. In columns showing amounts
(# dossier, Exp/000 and Recovery), percentage figures represent the quota of the total reported in the
bottom line.

actions are the most effective, in fact over 70% of the
payments occurs as a single cash flow and presents a
higher total recovery rate, while this is usually lower
in dossiers with a longer collection process.
Analytical evidence suggest that the recovery process starts in different moments for different dossiers.
In order to homogeneously average the recovery dynamic across aggregated clusters, it may be useful
to align the starting phase of their recovery process
so that the first payments are aligned with processing time. In general a lag between the start of the
recovery process and the first payment flow might effectively occur but, generally, this could be confirmed
only by a detailed data quality check, unfortunately
not possible on the given sample. Once the recovery
process is aligned on a common starting date for every dossier, as in figure 15, aggregated clusters can be
compared graphically showing a substantially overlapping dynamic though with different final recovery
rate (figure 16).
The model is estimated as a supervised RF targeting the cumulative recovery rate at months of the
recovery process for each dossier. Unfortunately the

Recovery Dynamic
Overview
Looking at the recovery dynamic instead of the total
recovery rate, it is possible to estimate the recovery
profile i.e. the rate of collection at aggregated level.
The case in analysis considers a RF model to simulate the recovery dynamics and compares it to an
asymptotic functional form for which parameters are
estimated at the same aggregated level. The model
links the cumulative recovery rate for each period to
the same customer and exposure information used
for the overall recovery estimates, plus a time variable (months) tracking the process duration, the only
input variable changing in the dataset.
Evidence from figure 14 shows that initial collection
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FIGURE 17: Forecast of dynamic profile - effect of bullet payments in the training set

FIGURE 18: Comparison of estimates to the real dynamic recovery profiles

only available data updated monthly is the recovery
amount, all other dossier information, are repeated
equal each month of the recovery process while a progressive time stamp is added to track the collection
process. Estimates would probably benefit from considering relevant data updated monthly (e.g. number
of contacts, processing phase etc.). The model is
trained only on the recovered dossiers and applied
to estimated recoveries. Considering the high number of dossiers with a bullet recovery, i.e. showing
no payment dynamics, the question arises whether
that may affect estimates of the dynamic profile. To
inquire the possible bias, the model is trained both
with and without the dossiers presenting a bullet
payment and their outputs are presented in figure
17 where they are compared to the real recovery profile of a dossier with two payments and one with a
longer collection flow. In the case of a dossier with
an extended payment history, evidence shows that:

While considering a dossier with two payments only,
evidence shows that:
• the profile generated by the model trained with
the dataset including bullet payments starts
from a higher recovery rate but it is nearly flat;
• the model trained excluding bullet payments
shows a slightly growing profile but its recovery rate is always below the previous one,
hence further form the real one; both forecasts
provide a recovery rate lower than real along
all the recovery process.
The analysis of the two cases suggest that, excluding
an important recovery component from the training
set affects the final recovery rate in dossier with short
payment history, which are poorly represented anyway due to the fact that their recovery dynamic is not
a smooth function.
Results

• the payment profiles forecast by the two models nearly overlap but grow from a higher initial recovery rate than the real payment flow;

The two models, trained with and without bullet
payments respectively, are applied to each dossier
to forecast the relative recovery profile. The forecast
profiles are then aggregated at macro-area level and

• their curve also flattens earlier than the real
one, reaching a lower overall recovery rate.
Issue n. 3/ 2021
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FIGURE 19: Recovery profile - fitted vs real

compared to the real recovery dynamics (dark red) as
shown in figure 18. Forecasts from both models correctly reproduce the recovery profile at aggregated
level: output from the “no-bullet payments” model
practically overlaps with the real recovery profile,
while the model trained with bullet payments shows
an higher recovery rate than the real, probably due
to a bias generated by the high number of bullet
payment dossiers.
As for the estimates of the recovery rate in the
previous case, where the RF approach was compared
to a standard Logit approach, this study attempts
to identify a functional form able to reproduce the
recovery dynamic at aggregate level without analyzing dossiers’ details. The functional choice for the
recovery profiles is the Michaelis-Mentem function
(equation 3), a pillar of enzymatic kinetics, which
seems to approximate the real cumulative recovery
flows.
ax
.
(3)
b+x
Mathematically it represents an hyperbole passing
through the origin with slope ’a/b’ and with y = a
as the horizontal asymptote.
Parameters are estimated from aggregated data
instead than from detailed forecasts at dossier level.
This approach is much quicker and less calculation
intensive as it does not need to process every information available and project recovery profiles at dossier
level, but it is based on the recovery curves for the
considered aggregates.
In figure 19 the real recovery profiles for different
aggregates (solid line) are shown together with their
forecast profiles (dots series). Fitting the functional
form only on aggregates smooths irregularities existing at dossier level and saves calculation efforts
(fitted parameter are listed in appendix , table 7).
Graphical evidence in figure 19 confirms that the
functional form represents a good estimate of real
profiles on all aggregates, with the first payment
sometimes above the level expected, a sign that this
approach may overestimates the initial payment.
y=
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Annex

case, the selection is optimized to reduce the number
of wrongly predicted recoveries and maximize the
OK ratio. This does not automatically equates the
number of estimated positive dossiers to the real one.
On the sample of 137,369 dossier, the selected
threshold optimizes the number of correctly predicted recoveries but it is not automatically calibrated
to the effective number of unrecovered dossiers.
When, on the other hand, the threshold is calibrated
to the effective number of recovered dossiers (Fit to
default), in fact:

Case I
The analysis of the relative extended Confusion matrix in table 6 provides more details on the comparison between the performances of RF and the Logit
approach. The RF model does slightly better in terms
of correct classification both for non recovered (increasing from 21,5% to 24,9% ) and non recovered
and correspondingly the identification of recovered
dossiers on sample (increasing from 22,5% to 25,2% ).

• The portfolio mix mirrors the real one;
• The number of recovery forecasts increases
from 5,000 to 5,834, allowing to identify more
effective recoveries (OK on sample) increases
nearly by 5%) but at the expenses of significantly increasing wrong forecasts;

Case II
Though the case is meant to study the recovery dynamics, the selection of positive dossiers is still a
key process, where the definition of the threshold
depends on the parameters to be optimized. In this

• The 25,7% increase in wrong forecasts (from
2170 to 2729) lowers the OK ratio from 56,6%
to 53,2% the “All True” ratio by 0,2% to 96,0%.
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TABLE 6: Confusion Table - RF vs Logit comparison

TABLE 7: Functional form - estimated parameters

TABLE 8: Comparison of selected threshold
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