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Executive Summary

AI systems and the contexts in which they are deployed are
frequently complex, making it difficult to detect and respond
to failures when they occur.

▪ These risks make AI a uniquely challenging technology to
deploy and utilize.

▪ Without proper controls, AI systems can amplify,
perpetuate, or exacerbate inequitable or undesirable
outcomes for individuals and communities.

▪ Responsible AI practices can help align the decisions about
AI system design, development, and uses with intended
aim and values.

On 26 January 2023, National Institute of Standards and
Technology (NIST) released its Artificial Intelligence Risk
Management Framework (AI RFM), a guidance document for
voluntary use by organizations designing, developing,
deploying or using AI systems to help manage the risks of AI
technologies.

▪ The AI RMF follows a direction from U.S. Congress for NIST to
develop the framework and was produced in close
collaboration with the private and public sectors over the
past 18 months.
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AI risk management is a key component of responsible development and use of AI systems.

▪ Responsible AI practices can help align the decisions about AI system design, development, and uses with

intended aim and values.

▪ Core concepts in responsible AI emphasize human centricity, social responsibility, and sustainability.

The AI RMF refers to an AI system as an engineered or machine-based system that can, for a given set of objectives, generate
outputs such as predictions, recommendations, or decisions influencing real or virtual environments. AI systems are designed to
operate with varying levels of autonomy.

Artificial intelligence (AI) technologies have significant potential to transform society and people’s lives.

▪ AI technologies also pose risks that can negatively impact individuals, groups, organizations, communities,
society, the environment, and the planet.

The risks posed by AI systems are in unique. AI systems and the contexts in which they are deployed are frequently
complex, making it difficult to detect and respond to failures when they occur.

▪ These risks make AI a uniquely challenging technology to deploy and utilize for organizations and for society.

▪ Without proper controls, AI systems can amplify, perpetuate, or exacerbate inequitable or undesirable outcomes
for individuals and communities.

▪ With proper controls, AI systems can mitigate and manage inequitable outcomes.
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The Framework and supporting resources will be updated, expanded, and improved based on evolving technology, the

standards landscape around the world, and AI community experience and feedback.

▪ NIST will continue to align the AI RMF and related guidance with applicable international standards, guidelines, and

practices.

▪ As the AI RMF is put into use, additional lessons will be learned to inform future updates and additional resources.

The goal of the AI RMF is to offer a resource to the organizations designing, developing, deploying or using AI systems to help

manage the risks of AI and promote trustworthy and responsible development and use of AI systems.

▪ The Framework is intended to be voluntary, rights-preserving, non-sector-specific and use-case agnostic, providing

flexibility to organizations of all sizes and in all sectors and throughout society to implement these approaches.

This Framework offers approaches to minimize anticipated negative impacts of AI systems and identify opportunities to

maximize positive impacts.

▪ Risk management can enable AI developers and users to understand impacts and account for the inherent limitations

and uncertainties, which in turn can improve overall system performance and trustworthiness.

The AI RMF is intended to be practical, to adapt to the AI landscape as AI technologies continue to develop, and to be

operationalized by organizations in varying degrees and capacities so society can benefit from AI while also being

protected from its potential harms.
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Risk Measurement 

AI risks or failures that are not well-defined or adequately 

understood are difficult to measure quantitatively or 

qualitatively. 

Here there are some risk measurement challenges.

1
2

4

5

3
Availability of reliable metrics: The current lack of 

consensus on measurement methods for risk and 

trustworthiness is an AI risk measurement challenge. 

Risk at different stages of the AI lifecycle: Measuring 

risk at an earlier stage in the AI lifecycle may yield 

different results than measuring risk at a later stage.

Tracking emergent risks: Organizations’ efforts will be enhanced 

by identifying and tracking emergent risks and considering 

techniques for measuring them.

Risks related to third-party software, 

hardware, and data: Third-party data or 

systems can accelerate development and 

facilitate technology transition, but they also 

may complicate risk measurement. 

Risk in real-world settings: The AI risks measurements in 

a laboratory may differ from risks that emerge in 

operational, real-world settings. 

Inscrutability: Inscrutable AI systems can complicate risk 

measurement; inscrutability can be a result of the opaque 

nature of AI systems.

Human baseline: Risk management of AI 

systems that are intended to augment or 

replace human activity. 

6
7
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Risk Tolerance
While the AI RMF can be used to prioritize risk, it does not prescribe risk tolerance.

▪ Risk tolerances are likely to change over time as AI systems, policies, and norms evolve.

Risk 

Prioritization 

Attempting to eliminate negative risk entirely can be counterproductive in practice because not all incidents

and failures can be eliminated.

▪ Unrealistic expectations about risk may lead organizations to allocate resources in a manner that makes risk

triage inefficient or impractical or wastes scarce resources.

Risks which the organization determines to be highest for the AI systems within a given context of use call for the

most urgent prioritization and most thorough risk management process.

▪ Risk prioritization may differ between AI systems that are designed or deployed to directly interact with

humans as compared to AI systems that are not.

Organizational 

Integration and 

Management of 

Risk 

AI risks should not be considered in isolation.

▪ AI risk management should be integrated and incorporated into broader risk management strategies and

processes.

▪ Treating AI risks along with other critical risks, such as cybersecurity and privacy, will yield a more integrated

outcome and organizational efficiencies.

Organizations need to establish and maintain the appropriate accountability mechanisms, roles and

responsibilities, culture, and incentive structures for risk management to be effective.
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Identifying and managing AI risks and potential impacts – both positive

and negative – requires a broad set of perspectives and actors across the

AI lifecycle.

▪ Ideally, AI actors will represent a diversity of experience, expertise, and

backgrounds and comprise demographically and disciplinarily diverse

teams.

▪ Within the AI RMF, all AI actors work together to manage risks and

achieve the goals of trustworthy and responsible AI.

▪ Successful risk management depends upon a sense of collective

responsibility among AI actors.

The figure to the side, shows key socio-technical dimensions for classifying

AI lifecycle activities, slightly modified by NIST for purposes of this

framework.

Lifecycle and Key Dimensions of an AI System. 

The two inner circles show AI systems’ key dimensions, and the outer 

circle shows AI lifecycle stages. Ideally, risk management efforts start 

with the Plan and Design function in the application context and are 

performed throughout the AI system lifecycle.[1] 
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Accountable 
& Transparent

Safe
Secure & 
Resilient

Explainable 
& 

Interpretable

Privacy -
Enhanced

Fair – With 
Harmful Bias 

Managed

Valid & Reliable

Creating trustworthy AI requires balancing each of the above characteristics based on the AI system’s context of use.

▪ Trustworthiness characteristics are inextricably tied to social and organizational behavior, the datasets used by AI
systems, selection of AI models and algorithms, the decisions made by those who build them and the interactions
with the humans who provide insight from and oversight of such systems.

▪ Human judgment should be employed when deciding on the specific metrics related to AI trustworthiness
characteristics and the precise threshold values for those metrics.

▪ Addressing AI trustworthiness characteristics individually will not ensure AI system trustworthiness.

▪ When managing AI risks, organizations can face difficult decisions in balancing these characteristics. Dealing with
tradeoffs requires taking into account the decision-making context.

Focus in the 

next slides
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Valid and 

Reliable

Deployment of AI systems which are inaccurate, unreliable, or poorly generalized to data and settings creates and

increases negative AI risks and reduces trustworthiness.

▪ Reliability is a goal for overall correctness of AI system operation under the conditions of expected use and over

a given period of time, including the entire lifetime of the system.

▪ Measures of accuracy should consider computational-centric measures, human-AI teaming and demonstrate

external validity. Accuracy measurements should always be paired with clearly defined and realistic test sets

and details about test methodology.

▪ Robustness is a goal for appropriate system functionality in a broad set of conditions and circumstances.

Robustness requires not only that the system perform exactly as it does under expected uses, but also that it

should perform in ways that minimize potential harms to people if it is operating in an unexpected setting.

AI risk management efforts should prioritize the minimization of potential negative impacts and may need to

include human intervention in cases where the AI system cannot detect or correct errors.

Safe 

Safe operation of AI systems is improved through:

• responsible design, development and deployment practices;

• clear information to deployers on responsible use of the system;

• responsible decision-making by deployers and end users;

• explanations and documentation of risks based on empirical evidence of incidents
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Secure and 

Resilient

AI systems, as well as the ecosystems in which they are deployed, may be said to be resilient if they can withstand

unexpected adverse events or unexpected changes in their environment or use – or if they can maintain their

functions and structure in the face of internal and external change and degrade safely and gracefully when this is

necessary.

▪ AI systems that can maintain confidentiality, integrity and availability through protection mechanisms that

prevent unauthorized access and use may be said to be secure.

▪ While resilience is the ability to return to normal function after an unexpected adverse event, security includes

resilience but also encompasses protocols to avoid, protect against, respond to or recover from attacks.

Explainable 

and 

Interpretable 

Explainability refers to a representation of the mechanisms underlying AI systems’ operation, whereas

interpretability refers to the meaning of AI systems’ output in the context of their designed functional purposes.

▪ Together, explainability and interpretability assist those operating or overseeing an AI system to gain deeper

insights into the functionality and trustworthiness of the system.

▪ Risk from lack of explainability may be managed by describing how AI systems function.

Privacy-

Enhanced

Privacy refers to the norms and practices that help to safeguard human autonomy, identity, and dignity.

▪ AI systems can also present new risks to privacy by allowing inference to identify individuals or previously private

information.

▪ Privacy-enhancing technologies for AI can support design for privacy-enhanced AI systems.
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Fair – with 

Harmful Bias 

Managed 

Fairness in AI includes concerns for equality and equity by addressing issues such as harmful bias and discrimination.

▪ NIST has identified three major categories of AI bias to be considered and managed: Systemic bias;

Computational and statistical biases and Human-cognitive biases.

▪ Human-cognitive biases, relate to how an individual or group perceives AI system information to make a decision

or fill in missing information, are omnipresent in decision-making processes across the AI lifecycle and system use,

including the design, implementation, operation, and maintenance of AI.

AI systems can potentially increase the speed and scale of biases and perpetuate and amplify harms to

individuals, groups, communities, organizations and society.

Accountable 

and 

Transparent

Transparency reflects the extent to which information about an AI system and its outputs is available to individuals interacting

with such a system.

▪ By promoting higher levels of understanding, transparency increases confidence in the AI system.

▪ This characteristic’s scope spans from design decisions and training data to model training, the structure of the model, its

intended use cases and how and when deployment, post-deployment or end user decisions were made and by whom.

▪ As transparency tools for AI systems and related documentation continue to evolve, developers of AI systems are

encouraged to test different types of transparency tools to ensure that AI systems are used as intended.
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NIST intends to work collaboratively with others to develop metrics, methodologies, and goals for evaluating the AI
RMF’s effectiveness, and to broadly share results and supporting information. Framework users are expected to benefit
from:

▪ Enhanced processes for governing, mapping, measuring, managing AI risk and clearly documenting outcomes;

▪ Improved awareness of the relationships and tradeoffs among trustworthiness characteristics, socio-technical
approaches and AI risks;

▪ Explicit processes for making go/no-go system commissioning and deployment decisions;

▪ Established policies, processes, practices, and procedures for improving organizational accountability efforts
related to AI system risks;

▪ Enhanced organizational culture which prioritizes the identification and management of AI system risks and
potential impacts to individuals, communities, organizations, and society;

▪ Better information sharing within and across organizations about risks, decision-making processes, responsibilities,
common pitfalls, practices, and approaches for continuous improvement;

▪ Greater contextual knowledge for increased awareness of downstream risks;

▪ Strengthened engagement with interested parties and relevant AI actors;

▪ Augmented capacity of AI systems and associated risks.

Evaluations of AI RMF effectiveness will be part of future NIST activities, in conjunction with the AI community. 
Organizations and other users of the Framework are encouraged to periodically evaluate whether the AI RMF has 
improved their ability to manage AI risks. 
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The AI RMF Core provides outcomes and actions that enable dialogue, understanding and activities to manage AI risks and responsibly

develop trustworthy AI systems.

▪ The Core is composed of four functions: GOVERN, MAP, MEASURE, and

MANAGE.

▪ The actions serve to make risk management continuous, timely and executed

in all dimensions of the AI system lifecycle.

▪ AI RMF Core functions should reflect diverse and multidisciplinary perspectives,

potentially including the views of AI actors outside the organization.

▪ Having a diverse team contributes to more open sharing of ideas and

assumptions or useful to surface problems and identify existing and emergent

risks.

An online companion resource to the AI RMF, the NIST AI RMF Playbook, is

available to help organizations navigate the AI RMF and achieve its outcomes

through suggested tactical actions they can apply within their own contexts.

▪ Framework users may apply these functions as best suits their needs for

managing AI risks based on their resources and capabilities.

▪ The process should be iterative, with cross-referencing between functions, as

necessary.

Govern

Map Measure

Manage

Functions organize AI risk management activities at their

highest level to govern, map, measure, and manage AI

risks. Governance is designed to be a cross-cutting function

to inform and be infused throughout the other three

functions. .[1]

Focus in the 

next slides

https://pages.nist.gov/AIRMF/
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▪ Cultivates and implements a culture of risk management within
organizations designing, developing, deploying, evaluating, or
acquiring AI systems;

▪ Outlines processes, documents and organizational schemes
together with procedures to achieve the outcomes;

▪ Incorporates processes to assess potential impacts;

▪ Provides a structure in order to functions can align with
organizational principles, policies, and strategic priorities;

▪ Connects technical aspects to organizational values and
principles, allowing for the individuals involved in acquiring,
training, deploying, and monitoring such systems;

▪ Addresses full product lifecycle and associated processes,
including any sort of issues.

1

Policies, processes, procedures, and practices across the organization related to
the mapping, measuring, and managing of AI risks are in place, transparent, and
implemented effectively.

Accountability structures are in place so that the appropriate teams and individuals
are empowered, responsible, and trained for mapping, measuring, and managing
AI risks.

2

3

Workforce diversity, equity, inclusion, and accessibility processes are prioritized in
the mapping, measuring, and managing of AI risks throughout the lifecycle.

Organizational teams are committed to a culture that considers and
communicates AI risk.

4

5

Processes are in place for robust engagement with relevant AI actors.

Policies and procedures are in place to address AI risks and benefits arising from
third-party software and data and other supply chain issues.

6

GOVERN is a cross-cutting function that is infused throughout AI risk
management and enables the other functions of the process.

Attention to governance is a continual and intrinsic requirement for
effective AI risk management, more is stronger more it can drive
and enhance internal practices and norms to facilitate
organizational risk culture.

The GOVERN function:
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▪ AI actors do not have full visibility or control over other parts

and their associated contexts, making difficult to reliably

anticipate impacts of AI systems.

▪ The information gathered while carrying out the MAP function

enables a negative risk prevention through appropriate initial

decision and its outcomes are the basis for the MEASURE and

MANAGE functions.

▪ Implementation of this function is enhanced by incorporating

perspectives from a diverse internal team and engagement with

those external to the team that developed or deployed the AI

system.

1

Context is established and understood.

Categorization of the AI system is performed.

2

3

AI capabilities, targeted usage, goals, and expected benefits and costs

compared with appropriate benchmarks are understood.

Risks and benefits are mapped for all components of the AI system

including third-party software and data.

4

5

Processes are in place for robust engagement with relevant AI actors.

After completing the MAP function, Framework users should be

able to decide if design, develop, or deploy an AI system.

▪ If a decision is made to proceed, organizations should utilize

the MEASURE and MANAGE functions along with policies and

procedures put into place in the GOVERN function.

The MAP function establishes the context to frame risks

related to an AI system and its lifecycle consists of many

interdependent activities involving a diverse set of actors.



Copyright © 2023 – Iason Consulting Ltd. All rights reserved

20

AI RMF Core 4/6: Measures

Core and Profiles 4/6

20

▪ AI systems should be tested and measured, tracking in the

continuous the social impact, human-AI configurations and

whether characteristics result trustworthy.

▪ Where tradeoffs among the trustworthy characteristics arise,

measurement provides a traceable basis to inform

management decisions.

▪ In the MEASURE function should include software testing and

performance assessment methodologies, all adequately

reported and documented.

▪ New types of measurement, qualitative and quantitative, may

need to be developed.

1

Appropriate methods and metrics are identified and applied.

AI systems are evaluated for trustworthy characteristics.

2

3

Mechanisms for tracking identified AI risks over time are in place.

Feedback about efficacy of measurement is gathered and assessed.

4
Framework users will enhance their capacity to comprehensively

evaluate system trustworthiness, tracking existing and emergent

risks, and verify efficacy of the metrics; to them incumbent the

MEASURE function application in the continuous.

▪ Measurement outcomes will be utilized in the MANAGE

function to assist risk monitoring and response efforts.

The MEASURE function employs quantitative, qualitative, or

mixed-method tools, techniques, and methodologies to

analyze, assess, benchmark and monitor AI risk and

related impacts - using knowledge identified in the MAP

function - and informs the MANAGE function.
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▪ Risk treatment comprises plans to respond to, recover from, and

communicate about incidents or events and the information

gleaned from AI actors is utilized in this function to decrease the

likelihood of system failures and negative impacts.

▪ Documentation practices not only increase transparency and

accountability, but together with mechanisms for continuous

improvement are able to take advantage of processes for

assessing emerging risks.

▪ After completing the MANAGE function, plans to prioritize risk

and regular monitoring and improvement will be in place.

1

AI risks based on assessments and other analytical output from the MAP

and MEASURE functions are prioritized, responded to, and managed.

Strategies to maximize AI benefits and minimize negative impacts are

planned, prepared, implemented, documented, and informed by input

from relevant AI actors.

2

3

AI risks and benefits from third-party entities are managed.

Risk treatments, including response and recovery, and communication

plans for the identified and measured AI risks are documented and

monitored regularly.

4Users of the framework will have greater ability to manage the

risks of deployed AI systems and to allocate risk management

resources based on assessed and prioritized risks.

▪ Users of the framework should be able to MANAGE their AI

systems on an ongoing basis paying attention to any evolving

methods, contexts, risks and needs/expectations.

The MANAGE function entails allocating risk resources to

mapped and measured risks on a regular basis and as

defined by the GOVERN function.
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▪ This risk-based approach enables Framework users to compare their approaches with other approaches and to
gauge the resources needed to achieve AI risk management goals in a cost-effective, prioritized manner.

AI RMF use-case profiles are implementations of the AI RMF in based on the requirements, risk tolerance, and resources of the
Framework user.

▪ AI RMF PROFILES function:

i. May illustrate and offer insights into how risk can be managed at various stages of the AI lifecycle or in
specific sector, technology, or end-use applications.

ii. Assist organizations in deciding how they might best manage AI risk that is well-aligned with their goals,
considers legal/regulatory requirements and best practices, and reflects risk management priorities.

▪ Different types of AI RMF PROFILES:

I. “Temporal profiles”: are descriptions of either the current state or the desired, target state of specific AI risk
management activities within a given sector, industry, organization, or application context.

II. “Cross-sectoral profiles”: cover risks of models or applications that can be used across use cases or
sectors. They can also cover how to govern, map, measure, and manage risks for activities or business
processes common across sectors such as the use of large language models, cloud-based services or
acquisition.

This Framework does not prescribe profile templates, allowing for flexibility in implementation.
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The AI framework aims to help the AI stakeholders to better manage risks across the AI lifecycle and aims to:

▪ foster the development of innovative approaches to address characteristics of trustworthiness, including accuracy, explainability and

interpretability, reliability, privacy, robustness, safety, security, and mitigation of unintended and/or harmful bias, as well as of harmful uses.

▪ consider and encompass principles such as transparency, fairness, and accountability during design, deployment, use, and evaluation of AI

technologies and systems.

▪ consider risks from unintentional, unanticipated, or harmful outcomes that arise from intended uses, secondary uses, and misuses of the AI.

Holistic way

Community 
feedback

Uniquely 

positioned

High-level 

and generic

NIST is uniquely positioned to fill the
regulatory void on AI. AI RFM
consists of clear, effective guidance
on how organizations can flexibly
but effectively manage AI risks.

Uniquely Positioned

NIST plans to work with the AI
community to update the
framework periodically and
welcomes suggestions.

Community Feedback

AI RMF offers a holistic way to think
about and approach AI risk
management. Standardization
efforts are ongoing and the
framework will also need to evolve
in order to reflect the changing
landscape.

Holistic Way

AI RMF is high-level and generic
that it serves as a starting point for a
risk management framework to be
applied to a specific product.

High-level and Generic
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