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Executive Summary
Artificial Intelligence has quickly entered in the financial services industry,
covering a wide range of applications. This work proposes a structured statistical
approach to classify NPL assets according to their potential recovery level, within
an unsecured commercial portfolio. Asset classification is based on the information
provided with the NPL portfolios and, possibly, some information gathered during
the recovery process.
The framework adopted is based on two different components: one targeting the
cases that will be recovered and one estimating their recovery level, in particular
the work compares a Machine Learning technique known as Random Forest to a
better-known Logit approach. The first is introduced with a review of the
underlining Decision Tree theory, including its performance metrics, to which an
extended Confusion table is added to facilitate the comparison of the event
recovery forecasts provided by the different models.
The comparison shows that the Random Forest approach is as reliable and
performing as the more known Logistic approach, providing a solid overall
performance even with a limited set of information.
It also successfully tests the ability to compare a portfolio under management to a
new one of the same type.
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L

earning is a process meant to identify patterns and rules within available data, in order
to solve unknown problems. Traditional modelling performs this task by presuming an
underling functional form based on past data to estimate the key parameters for the functions,
through a procedure called fitting.
Statistical learning instead is a set of methodologies where no functional form is assumed and
event classification is based directly on the characteristics of events; the learning event entails the
ability to infer the inputs-outputs mapping. The process, to which Machine Learning belongs,
includes two different approaches: supervised and unsupervised learning.
In supervised learning the rule-finding process is based on a set of input-output pairs, while
unsupervised learning classifies events based on their intrinsic characteristics, i.e. without any ‘label’
(no output available).
In the case study considered in this article, the training dataset consists of short-term nonperforming commercial exposures to be recovered by a servicer, which usually purchases such
portfolios at a discount and then works them out to some degree of recovery, hence correct price
estimates and an efficient workout are key to profitability.
It is worth noticing that, though forecasting occurs at single deal level, what really matters to the
investor, is the ability to correctly infer the amounts which can be recovered at aggregate levels (e.g.
at segment level or in different geographical areas).
This paper starts by reviewing the theory at the base of decision trees and its evolution into the
Random Forest (RF) approach, showing how it can classify inputs into homogeneous pools. A brief
mention to how the problem of overfitting is successfully handled, completes the description of the
framework and an overview of performance indicators concludes Chapter 1. These metrics provide
the necessary tools to compare models and select the most relevant.
Chapter 2 is dedicated to the description of the dataset of NPL exposures, through an overview
of its variables and characteristics, focusing both on the static snapshot and on its payment flow, in
order to enquire the recovery process.
The modelling approach is presented in Chapter 3, where the different components are described
and compared. In particular, the Random Forest approach for the probability of recovery is compared
to a classical generalized linear regression model and the recovery rate model is outlined.
Finally, Chapter 4 presents the results at aggregate and portfolio level, showing that the Random
Forest framework is as reliable as the better-known Logistic approach. In addition, a specific test
shows that, besides evaluating absolute recoveries, the approach presented can be used to estimate
the relative performance of similar portfolios.
The work is concluded by suggesting possible enrichments of the dataset and evolutions of the
analysis which would provide useful metrics and guidelines to decision making during the workout
process.
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1.

Tree-Based Clustering

Event classification requires to segment the predictor space into a number of smaller regions where
the output can be considered homogeneous.
The Random Forest is a Machine Learning approach, which sets binary rules used to cluster the
event space by recursive branching represented as trees. A clustering rule is a set of splitting points
in each dimension of the event space, each dividing the set into two separate areas on the basis of a
well-defined ‘distance from the mean’. The different sets of rules are all together called the forest.
The final model is obtained by averaging all the decision trees (rule sets) composing the forest. A
decision trees can be applied to both continuous (regression) and categorical (classification) output
variables.
The main difference between a functional approach and a tree-based clustering analysis is
illustrated in Figure 1.
To predict outcomes from input variables the linear approach relies on a given underlying law,
potentially ‘linearized’, while the tree-based approach relies on the direct characteristics of the
training set in order to define the splitting rules, targeting a given level of homogeneity/granularity.
The splitting rules in the output space, obtained by the iterative clustering process, are non-linear
and non-symmetric.
As shown in Figure 1, in such a framework the functional approach (left) fails to isolate
homogeneous events due to its strong dependence on assumptions regarding the underlying data.
On the other hand, the tree-branching approach is able to partially identify existing patterns without
the need to induce a functional link, even when the dynamic relationships between outputs and
their determinants extrapolated from the data during the training process are blurring.
Decision trees used for regression and classification have a number of advantages over the more
classical approaches, as they:
• Embrace a learning process and provide a robust estimate without cross-validation;
• Can be represented graphically, are easy to explain and to convert into classifications rules;
• Mirror human decision-making more closely than the regression and classification approaches
do;
• Can easily handle qualitative predictors without the need to create dummy variables;
• Naturally fill missing data through proximity forecasts;
• Define automatically homogeneous clusters;
• Easily measure the importance of each variable, and reduce automatically over-fitting;
but, unfortunately, singles trees also have drawbacks:
• Trees generally do not have the same level of predictive accuracy as some of the classical
regression approaches;

FIGURE 1: Tree-based vs. Linear Approach
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• They can be quite non-robust, i.e. a small change in the data can cause a large change in the
final estimated tree. The last issue is overcome by averaging many trees on the same data set
(forest).
The last issue is overcome by averaging many trees on the same data set (forest).
1.1 Tree-Splitting Mechanics
Prior to proceed with Forest training estimates, for cross-validation purposes, the dataset is split into
two separate samples. The larger subset (the training one) is typically used for model development,
while the smaller is dedicated to testing. The training algorithm can be summarized with the
following steps:
• From the training dataset, draw n bootstrapped subsamples1 to which the procedure will
associate an equivalent number of decision trees;
• Build each tree in the sample by recursively splitting the set, until the minimum size is reached
by:
– Randomly select m variables from all the available p descriptive variables in the dataset
(the procedure is also called feature bagging);
– Randomize the selection of variables at each split (this practice is meant to reduce the
dependence of the model upon the most influential variables).
• Split the variable space into two by selecting the split-point (determined by the m previously
selected variables) that creates the ’purest’ sub-nodes. This is the point minimizing the residual
sum of squares of predictions in the specific tree.
Formally, for a randomly selected feature j, two regions are defined by the cut-off point c such
that:
R1 ( j, c) = ( X | X j < c)
(1)
and

R2 ( j, c) = ( X | X j

(2)

c)

and find the value of the cut-off such that the following equation is minimized (Hastie 2009):

Â

i:xi eR1 ( j,c)

( yi

ŷr1 )2 +

Â

i:xi eR2 ( j,c)

( yi

ŷr2 )2

(3)

• In each tree obtain a prediction ŷ (terminal nodes) for each observation by applying the
clustering rules defined;
• Take the arithmetic average of the predicted final values, for each observation, over all the
trees defined;
• Finally, cross-validate model’s performance on the left-out observations (i.e. the out-of-bag
observations, OOB).
First of all, this procedure allows to reduce the bias by growing trees to the maximum depth, i.e.
until the minimum node size of 1 is reached.
The tree-building process selects the best split at each particular step and not the one that will
optimize tree in some future step down.
It is important to underline that the extent to which the trees grasp patterns in the data is affected
not only by the number of variables tried at each split, but also by the depth to which trees are
grown. Therefore, the model is characterized both by the number of variables involved at each
branching as well as by the number of processed layers (i.e. the depth of the model).
Eventually the procedure ends up drawing a number of boxes, called terminal nodes or leaves,
identified by clear values of the variable. The output in each box will be unique, independently of
1 The bootstrapping is a resampling technique which creates the desired number of samples of the same size and
distribution as the original sample, using sampling with replacement.
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FIGURE 2: Splitting process

the number of events included. As mentioned, the final clusters depend on the specific subset to
which the tree-splitting process is applied, hence the classification of a given event maybe different
in different trees.
What determines the depth of trees is the terminal node size, i.e. the minimum number of
observations that are contained in the final node.
By selecting many of such subsets and averaging the results of different tree-splitting processes,
the model outputs become more stable and precise, as averaging contributes also to the reduction of
the model variance given by (Hastie 2009):
rs2 + (1

r)/ns2

(4)

While the second term of the equation fades away as the number of trees (n) increases, the first
term in the variance equation is minimized by feature bagging, which is the random selection of
variables at each node, reducing the possibility of building highly correlated trees (r).
The following Chapter will explore in more details some of the features of the procedure.
1.1.1

Reducing Overfitting of Tree-Branching

The quality of a decision tree is usually evaluated through its complexity and the ability to generalize
rules on different datasets. In the attempt to obtain better performance, often correlated variables are
added to the tree, introducing over-fitting, a problem that tree-branching modelling has in common
with multi-linear regressions beside increasing the complexity of the trees.
While trying to fit closely a given dataset, the model may end up mapping also the noise existing
in the data, eventually making the forecast less reliable on new datasets, a clear sign of overfitting
due to correlated variables.
If all input variables were considered at each node split, the benefits of random variable selection
would get lost, since in every tree the most informative variables would drive the split to the same
final results. In other words, as for multi-linear models, the most relevant variables would tend to
hide the less important ones in the ensemble, as shown in (Hastie 2009) and (Hastie 2013).
The Random Forests approach automatically reduces this risk by randomly selecting, at each
split, a subset of explicative variables from the whole set. The continuous change of variables at
each split limits the chance to systematically include correlated variables in the learning process.
The lower the number of variables selected, the lower the correlation risk and the less the model
will induce overfitting.
The natural process of averaging the prediction of each single branching in the forest provided
by all trees, reduces the noise picked up by each individual tree, hence the sensitivity of the model
outcome on the initial set selected.
Beside the random selection of variables to reduce over-fitting, tree-simplification procedures are
also used with the aim to optimize the model targeting well defined statistical criteria or information
measures.
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Pruning is one of the most popular techniques to limit trees complexity and reduce the overfitting
problem. By removing unnecessary subtrees from a given level of the tree, pruning locally forget
options judged not useful to learn. These techniques work a-posteriori by removing those subtrees
deemed to be irrelevant according to a given estimate of error and to grow a limited number of
branches.
Data reduction techniques present an alternative for model improvement. These differ from
pruning due to their simplification strategy: while pruning algorithms directly control tree size, data
reduction techniques simplify tree development by pre-processing the dataset prior to building the
decision trees (i.e. reduce the dataset by removing irrelevant features from data). This improves the
quality of the learning process measured by metrics such as reduced-error, minimum description
length and cost-complexity pruning.
An effective data reduction technique is Feature Selection, which identifies the most relevant
features. This approach is particularly suited for problems with few potential outcomes dependent
on a large number of descriptive variables.
1.2 Performance Indicators
Performance measures are key to drive model validation and selection and this is no different for
the RF approach, for which different metrics are used.
Usually, for each tree, one third of observations are set aside for validation purposes; such set is
named the ‘out-of-bag’ partition (OBB).
A performance measure frequently adopted is the pseudoR2 , or Percentage Variance explained
(PVE). Calculated using the out-of-bag partition, it is a measure of the ability to generalize; intuitively
speaking, it shows how close the predictions on new observations get to the real variance in the
output variable, formally:
2

pseudoR ( PVE) =

Âin=1 (yi ŷi )2
Âin=1 (yi y)2
n
n
Âin=1 (yi y)2
n

=1

MSE
Var (y)

(5)

where ŷi and y are the average of real and estimated outputs respectively and MSE is the sum of
squared residuals divided by the sample size and Var (y) is the variance of the response variable.
A small pseudoR2 value generally indicates that the model is sub-optimal, while high values,
especially if higher than 0.6, confirms that the model represents a good fit of the given dataset.
Clearly pseudoR2 can take also negative values in case that the ratio between MSE and Var(y) is
bigger than 1 or, in other words, if the variance of predictions is greater than the variance of the real
values.
The perfect model (i.e. the model which gives predictions equal to the observed values) would be
associated to pseudoR2 equal to 1, which can be used as the theoretical limit for models’ performance.
Another common performance measure for RF models is the Mean of Squared Residuals, calculated
as the mean squared error over all OOB observations.
This measure therefore provides a proxy of the error rate of the model on new data, it is in the
range (0, •) (the smaller the better for performance).
Formally, the Mean of Squared Residuals is computed according as follows:
MSE =

Âin=1 (yi
n

ŷi )2

(6)

where i = 1, ..., n are the OOB observations.
For instance, if 1,000 trees are grown in one simulation, each observations of the dataset would
be an out-of-bag observation for 368 trees on average, since the estimating process leaves out an
average of 36.8% events randomly selected to form the test sample. The out-of-bag MSE represents
the prediction error on the test set.
In case of a binary target variable, it is possible to convert the variable into a continuous one by
considering the probability of having a success.
A different performance measure is the Brier Score (BS), which coincides with the mean-squared
error of the predictions for success probability, as a transformation into the continuous domain of
www.iasonltd.com
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TABLE 1: Confusion table

TABLE 2: Confusion table with Totals

Boolean target variable. Since its value is in the range (0, 1), it can be used as an absolute measure
of model performance.
Formally, it is given by the following formula:
Âin=1 (q̂i yi )2
(7)
n
where yi is the observed outcome (Boolean positive/negative encoded with 1 and 0) while q̂i is the
predicted probability of success (a number between 0 and 1).
A more complete performance measure for binary variables is the ROC curve (Receiver Operating
Characteristic)2 , a popular measure that provides information on the correct classification of positive
and negative events based on the two following dimensions:
BS =

• The Sensitivity (on the vertical axis) is the True Positive Rate (TPR), i.e. the fraction of success
cases (e.g. recovery) correctly identified;
• The Specificity (on the horizontal axis), is the True Negative Rate (TNR) and provides the fraction
of observations correctly tagged as failure (e.g. default, failed recovery). Hence the quantity
1 Specificity is the fraction of negative events incorrectly classified as positive (i.e. the False
Positive Rate, or FPR).
In general, the recognition of events in model application requires the definition of a cut-off
value that separates positive from negative cases. Referring to 1 Specificity, instead of Specificity
alone, the ROC curve is just the plot of TPR against FPR for different cut-off values.
Following Table 1 represented below, the two measures are defined as:
Speci f icity =

A
: P ( Q = 0 | Y = 0)
A+B

(8)

Sensitivity =

D
: P ( Q = 1 | Y = 1)
C+D

(9)

where Q is the forecasted outcome, while Y is the observed one. The two measures distinguish
between different types of mistakes.
The perfect model, i.e. the one forecasting all outcomes correctly, is obtained when both B and C
are equal to 0, i.e. when Sensitivity = 1 and Specificity = 1.
In the present work, positive cases consist of relevant recoveries and once the table above is filled
with the real and predicted values, the relative Confusion table is obtained (see Table 2), where the
totals are added for completeness.
The example shows the number of success and fail cases during model application on the whole
population, but absolute figures may not be the best way to compare two different models or cut-offs.
Hence, in this work, the following extended Confusion Table will be used (see Table 3) where, beside
absolute values of success and fail (real and fitted), their portfolio share is reported.

2 The

name originates from Communication theory where it was initially used.
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TABLE 3: Extended confusion table - Example

In the example reported, while the portfolio includes 3% of recovery events, the forecasted
produces only 2.2%, offering a rough measure of the model’s ability. In addition, the Extended table
includes two more measures:
• The fraction of correctly forecasted success and fail cases (OK and OK on sample) and their
complementary mistake ratio (KO);
• The fraction of correctly forecasted fail and success events in the real samples.
Table 3 can be read as follows: the model identifies correctly 20,523 out of the 21,047 negative
events (Not recovered), i.e. 97.8% of the portfolio, but the real number of cases with no recovery (real
negatives) is only 20,877, hence the hit ratio of the model in the Not recovered subset is actually 98.3%.
This dynamic reverses for positive cases, where the model hit ratio of Recoveries is only 19% with
reference to real recovery events.
The overall hit ratio of negative and positive cases is nearly 96%, registered in All-True, a
measure of overall performance that, however, does not distinguish mistakes of different types. This
distinction, however, may be vital in cases where the cost of different mistakes is not homogeneous
(as for credit granting for instance, where landing money to the wrong customer may lead to the
loss of large amounts of capital).3
An additional way to measure the overall performance of such a model at sight is represented
by the Area under the ROC Curve (AUC). The bigger the AUC, the closer the curve top will be to the
top-left point of the chart, representing the perfect model. Values around 0.8 are usually considered
very good. An example of ROC Curve is shown in Figure 3.
A key feature of the graphical representation of ROC is that it can plot several models in the
same chart, making it easier to compare their performances.
Another important feature of the Random Forest modelling framework is the possibility to
measure the contribution of each single variable. This is obtained through two specific measures:
Mean decrease in Accuracy and Mean decrease in node impurity.
The Mean decrease in Accuracy evaluates the importance of each variable by analysing the change
in the prediction error due to the change in values of a given variable. The test is performed as
follows:
1. The estimated model is used on test observations and the MSE is calculated on these predictions;
2. The value of one variable at a time is randomly modified, then the model is applied again
(ceteris paribus) obtaining new predictions and recording a new MSE for each variable in the
model;
3. The difference between the two MSEs (MSE of the original data and the MSE of the case with
value changed) is recorded and averaged over all trees and for every variable;
4. Finally, the distribution of MSE differences is normalized in order to compare it to that of
other variables.
3 Similarly,

in the recovery process, reducing the effort on a false negative (i.e. a dossier erroneously tagged as non
recoverable) will reduce recovery flows, while indulging on a false positive (i.e. a dossier erroneously tagged as recoverable)
may increase operation cost only marginally.

www.iasonltd.com

11

Research Paper Series

An alternative to Mean decrease in Accuracy is Mean decrease in node impurity, proposed in (Breiman
2001). This evaluates the importance of each variable by comparing the ‘purity of the node split’ in
the alternative of including or excluding the given variable from the set used for splitting.
The impurity is defined as a Residual Sum of Squares (RSS):
Imp( Xm ) =

1
n

Â

Â

T teT:V (St )= Xm

p(t) Di (St , t)

(10)

where:
• Di (St , t) is the impurity decrease (measured as a decrease in the RSS) due to the new split
based on the given variable Xm ;
• The weight p(t) is the portion of trees n reaching the node t over all trees in the forest. Hence,
it is the probability of reaching the node t.
Intuitively, by excluding the most relevant variable there will be a higher increase in RSS, which
gives us a very good approximation of the variable’s importance for the model accuracy.

FIGURE 3: ROC Curve
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2.

Dataset Description

The dataset analysed in the exercise includes a list of non-performing retail exposures related to
unpaid utility bills with few information about the customer (listed in the Table below) and limited
information about the exposure. Information is provided both as snapshot at a given date with
geographic and customer details associated (static info dataset), and as a flow of payments at each
date (dynamic info or cash flow dataset).
2.1 Static Info Dataset
Table 4 shows a summary of the information provided in the first dataset.
The payment flow dataset presents several data quality issues; for instance, the total recovery
amount should be equal to the sum of flows for a given dossier, but often this is not the case. For
analysis purposes, when the two are different, the sum of flows is taken instead of the recovery
amount provided in the portfolio snapshot.
In details, the retail portfolio to be analysed contains 22,290 observations, 42 of which must be
dropped since the fiscal code is missing and key information cannot be assigned, even if the recovery
rate for this subset is significantly higher than the portfolio average. No further explanation is
provided for this pattern of the excluded observations.
2.1.1

Data Quality and Filters

The distribution of counterparties in the dataset is represented by debtor age in Figure ??. This
value has been capped at 95, because counterparties with age over 95 years were considered as an
anomaly. Also records with age up to 118 years are listed, hence the relative records were dropped
from the development dataset for data quality reasons.
As known, recoveries from non-performing loans are distributed mostly in bimodal mode, i.e.
most dossier in the portfolio present either no recovery or a high recovery rate, leaving only a
fraction in the middle of the recovery scale, as summarized in Figure 5.
Dossiers with a very small recovery level, both in relative (recovery rate) and in absolute terms
(e), might introduce noise in the estimation process, hence a filter was outlined to exclude them
from the development dataset. This filter is set to consider as relevant only those dossiers for which
the recovery rate is above 10% of total exposure and, in any case, the amount recovered exceeds the
threshold of 50 e, which finally excludes 204 dossier, leaving 647 observations in the recovery list
out of 21,524.
Most excluded dossiers (over 65%) are between 750 and 2,500 e in size, but show a similar recovery
level around 3.5%, slightly above the overall portfolio average of 2%, confirming their borderline

TABLE 4: Observations by Recovery Level
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FIGURE 4: Counterparty distribution by Debtor Age

FIGURE 5: Number of observations by Recovery Level

status of ‘irrelevant recovery’, at least for modelling purposes. A graphical description of these
dossiers is given in Figure 6.
The variable Contacts represents the number of interactions with the counterparty in the recovery
process. Intuitively, this is linked to the duration of the process and, as shown in the following
histogram, it affects the average recovery rate too, at least up to a certain number of contacts. On
average, dossiers with 140-170 contacts present a 50-55% recovery level, but increasing the number
of contacts does not improve the rate of recovery, which instead drops significantly to around 30-35%
on average, as shown in Figure 7.
A possible explanation for this behaviour is that a significant effort is made on cases yielding a
poor and slower recovery, probably in the hope of reaching a target collection level. In principle,
this represents an area of improvements that might take advantage of statistically set benchmarks.
A more detailed evaluation of these cases is provided in the next Section, based on payment flow
analysis.

FIGURE 6: Analysis of excluded dossiers
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FIGURE 7: Average Recovery Rate by Contacts

2.2 Cash Flow Dataset
As mentioned earlier, besides the dataset with portfolio and customer information, the ‘snapshot’, a
second dataset with information on recovery flows, was provided. Each payment is marked with
the payment date, allowing to build the precise recovery history for each dossier. However, this
dataset also presents a number of quality issues:
• For a number of exposure, the sum of all flows in this file did not match the total recovered of
the first dataset (in these cases, the total of the flow data set was considered instead);
• Often the list of dates relative to the different flows does not present a regular collection
process with an even distribution of payments, but a number of equal payments executed on
the same date;
• In few cases, beside the list of equal payments totalling the exposure to recover, also a bulk
payment appears at the end of the period, equal or close to the sum of the other small payments.
In some cases the bulk payment was excluded, as it was considered a double entry. 21 cases
where a clear fix was not available were completely excluded from the dataset.
The histogram in Figure 8 counts the number of dossiers completing the collection process at each
duration, showing that a large majority (over 70%) is completed within 6 months, though with less
success in terms of recovery rate.
It is clear that the dynamic of the recovery process offers important feedbacks on the effectiveness
of the recovery process, considered that there is a large number of dossiers with very short collection
periods. In fact, over 450 dossiers end their collection process within the first month and the recovery
rate is loosely linked to the total duration of the collection process, as well as to the number of
contacts, as mentioned in the previous paragraphs.

FIGURE 8: Number of dossiers and average Recovery Rate by process duration
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2.2.1

Recovery Process

In any dossier, the cumulated recovery, due to successive cash flows, increases with time up to the
final recovery rate provided in the snapshot dataset.
This dynamic may provide important information to collectors. In fact, different dossiers exhibit
different collection trends, many ending the collection process in one single flow/month, as shown
in Figure 8, while others continue to collect for dozens of periods, reaching on average a higher
recovery rate.
Along the whole recovery process, at any given period T, the Average Cumulated Recovery Rate (ACRR)
is given by the sum of payments, divided by the total exposure of dossiers, which collects any
amount until T, including those that completed the collection process at an early stage:
ACRR T =

Ât,T R f t
Â T ET

(11)

Given the different recovery dynamics, the definition of the average recovery curve should be
based on processes with homogeneous durations. In the following graphs, this is obtained by
restricting the recovery process to dossiers with a recovery duration above:
Ât,T,K > D R f t,K
Â T > D ET,K

(12)

with K selecting those dossiers with a collection process lasting or exceeding duration D.
Hence, with D = 1 (named also D1 ), the set includes the whole portfolio (marked with a blue
line in Figure 9); considering all the quickly recovered dossiers, the curve is steeper in the initial
part. Clearly, the large number of quickly resolving dossiers creates a quick recovery boost which
however reaches a lower recovery level with respect to a subset including dossier with a slower
recovery process lasting at least 3 months (market with a red line). This also reflects the evidence of
Figure 9, where longer recovery process yields higher recovery rates. Of course this effect would be
more marked excluding dossiers with a higher collection period (D > 3).
Of course, each curve is an average of many dossiers with different recovery dynamics and
durations. A possible way to show this variance is to plot the first and the last 10% of dossiers in
the recovery process within a given subset (Dx , following the previous notation). The separation of
the respective lines represents a measure of the non-homogeneity of recovery dynamics of different
dossiers.
Figure 10 shows the first and last decile (10%) for the recovery processes in the D3 subset, represented
by the red curve in Figure 9. Clearly, the top decile is characterized by a quicker process and a much
higher recovery rate, while the last one reaches only a marginal recovery rate.
This analysis supports the investigation of the behaviour presented by Figure 7, i.e. the decreasing effectiveness of clients’ contacts.

FIGURE 9: Average Cumulated Recovery Rate dynamic for different portions of portfolio
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FIGURE 10: Average Cumulated Recovery Rate dynamic for processes over 2 months

It is useful to group dossiers with a longer recovery process in two different sets:
• Effective processes, made of 65 dossiers (totalling an exposure of 101,540 e) which underwent a
number of contacts between 86 and 172;
• Slow processes, composed of 22 dossiers (totalling an exposure of 39,206 e) which underwent a
number of contacts above 172;
and to compare their recovery dynamic (see Figure 11), as well as their cumulated recovery level
through time. It is clear that not only the effective processes subset reaches a higher recovery rate, but
it also reaches it quicker, collecting a bigger portion than the other subset in nearly every period.
In Figure 11, the horizontal axis represents the number of months in the recovery process, while
the vertical one represents both the portion recovered in that particular month (left scale) and the
cumulated total recovery on the subset (right scale).

FIGURE 11: Comparison of dossier recovery
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3.

Development Approach

This Chapter illustrates the methodology adopted to estimate and test the two different models used
to forecast recoveries in a portfolio of NPL exposures: a model dedicated to forecast the probability
of recovery of the single dossier and one to estimate the recovery rate in case of a recovery. This
model is estimated only on cases where an effective recovery is obtained.
The model identifying a recovery event is estimated with two different approaches: first through
a logistic/generalized linear approach, then using Random Forests. This is meant to provide a
classic estimation method in addition to the Machine Learning approach in order to offer a known
benchmark to compare the result of the new ‘black box’ approach.
Depending on the asset type, the number of NPL with zero or ‘irrelevant’ recovery can be very
high (as in the present dataset). Hence, an approach similar to LGD modelling is useful, in order to
overcome the problem of extreme dilution of recovery parameters by non recovery events.
To this extent the estimation process is divided into two parts: the first one meant to estimate
the Probability of Recovery (PR), i.e. the probability that a ‘relevant’ recovery can occur for a given
dossier; while the second model is targeted to estimate the Recovery Rate of those specific exposures
where a recovery effectively occurs (Recovery Given Recovery, or RGR). Hence the amount of effective
recovery will be quantified by this second model, in case a recovery occurs.
The two models are estimated and tested separately on the same variable set. They will thus be
statistically independent of each other, but dependent on the availability and quality of the same
data and potentially on overlapping explanatory variables.
In order to provide a frame for comparison, beside the Random Forest approach, the two models
are estimated using also a generalized linear approach, i.e. a logit approach for the probability of
recovery and a generalized multi-linear one to model the recovery rate. The ‘generalized’ feature
here refers to the fact that both quantitative (continuous) and qualitative variables are considered.
The Total Recovery (TR) is the sum of the amounts recovered from each exposure with a relevant
recovery:
TR =

N

N

i =0

i =0

Â Ri · Ii = Â RGRi · Ei · Ii

(13)

where Ri is the recovered amount, Ei is the total exposure, RGRi is the recovery rate considering
only positive events and Ii is a flag identifying the cases with a relevant recovery. The flag is assigned
through the probability of recovery model and a threshold defined on the given distribution, i.e.
when the recovery probability is above the cut-off C that identifies a probable recovery:
(
1 if RPi C
Ii =
(14)
0 if RPi < C
This procedure represents a non-linear transformation of the probability of recovery assigned by
the model (logistic or RF one), which otherwise, on average, determines the number of recovered
dossiers Nrec (i.e. it is calibrated to the recovered sample):
RP · N ⇠
= Nrec

(15)

where N is the number of dossiers in the portfolio.
Depending on the definition of the threshold, the number of effective recoveries may higher or
lower that average or, specifically, in line with the real number:
RP · N ⇠
=

N

Â Ii

(16)

i =0

For the same reason, the average recovery amount, in general, is different from the estimated
recovery:
N

N

i =0

i =0

Â RGRi · Ei · RPi 6= Â RGRi · Ei · Ii
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An additional benefit of the independence of the two models is that, even when the accuracy at
deal level is inadequate, at portfolio or main aggregated level, the accuracy of recovery estimates
may be much better, confirming that the approach is quite robust.
Each of the two models estimated in a given framework will be characterized by specific performance
levels, measured by a different set of indicators. An independent error is estimated into the final
recovery estimates. Since the two models are statistically independent, their errors may partially
cancel out at an aggregated level, thus potentially providing an estimate of effective recovery more
accurate than the performance of each model would assure.
The performance measure for model estimated with the linear approach will be a classic R2
correlation coefficient, in the adjusted version for the multi-linear RGR model. A ROC curve will
also be used to visually show the quality of the PR model in both approaches. The performance of
the models estimated with the Random Forest approach will be evaluated in terms of Percentage of
Variance Explained (PVE) and Increased Node Purity.
3.1

Probability of Recovery Model

The probability of recovery is the value assigned by the specific model to each exposure representing
the probability that it may yield a recovery above the defined threshold. From that, it is possible
to determine if the dossier is actually recovered. In practice, this is the value triggering a recovery
event.
To provide a term of comparison for the probability of default, the model estimated with Random
Forest will be compared to a different model estimated with a logistic approach. This, being a
well-known and consolidated methodology, provides a solid benchmark.
On the other hand, the probability of recovery estimated in the Random Forest approach can also
be transformed in a list of recovery events, through a predefined threshold. Hence, that output
can be compared directly to the linear approach through the confusion matrix and the correlation
coefficient.
Also the RGR model component will be modelled in both the multi-linear and RF approach to
provide a comparison frame with which most readers may be confident.
3.1.1

Threshold Definition

Two different thresholds are considered during the analysis and modelling of the dataset:
• The relevance threshold, meant to identify which dossiers in the dataset should be considered as
recovered, i.e. those for which the recovered amount is sufficient to be considered a successful
case;
• A cut-off in the estimated probability of recovery, assigned by the first model and used to decide
which of the dossier is to be counted as recovered in the application phase.
The relevance threshold is introduced to exclude from the development dataset minor recovery
events, which would otherwise be considered as successful events and might introduce further noise
both in the rate of recovery parameter, representing a marginal component of the portfolio, and in
the probability of recovery, where they would be counted as non recovered.
This threshold is defined on a judgemental basis, after analysing the characteristics of the recovered
dossiers (evidence is given in Chapter 2). It is based both on a relative recovery level (the recovered
amount should be at least 10% of exposure) and an absolute recovered amount (it should not be
lower than 50 e); below these two levels the dossier is not considered a recovery event.
An estimated case of recovery occurs when the probability of recovery assigned by the relative
model exceeds the given cut-off, hence the recovery event depends specifically on the cut-off value
defined. Increasing the cut-off will increase the count of recovery events marked as non recoveries.
The cut-off in the estimated probability of recovery can be defined in different ways after a model is
estimated, in order to determine which dossier should be considered a successful recovery.
A) A possible value is obtained by dividing the dataset in real recovery and non recovery events and
then plot each one along the probability of recovery assigned by the model. The two histograms
www.iasonltd.com
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FIGURE 12: Quantile distribution of Recoveries (red) and Non recoveries (pink)

will distribute along the horizontal axis designing two distinct distributions: non recoveries on
the left and recoveries to the right. The cut-off can be taken as the approximate value at the
intersection point of these two distributions.
Figure 12 represents quite well the polarization of non-recoveries occurring in the NPL portfolio
in analysis: nearly all are included in the first bar to the left. Unfortunately, recovery events
are evenly spread along the probability parameter, apart from a bunch of dossiers with a high
probability of recovery. This makes the distribution of recoveries not well defined and the cut-off
can be taken after the non recovery bar, i.e. at 0.1.
B) A more quantitative alternative is to define the cut-off in such a way that the number of estimated
recoveries equals that of real recoveries.
Reducing the cut-off identifies more recovery events, but given the distribution of recovered
dossiers along the probability variable, it may not be possible to match the real number exactly,
in that case the choice will fall on the value that generates the closest number of recovery events.
Table 5 shows the number of predicted recoveries as a function of the defined cut-off in a
portfolio with 626 real recoveries. This approach suggests a cut-off of 0.09, very close to the 0.1
selected with the visual approach presented previously, but even this small difference identifies
137 more recovery events.
Obviously, estimating more recovery events to get closer to the real number does not imply that
the model is actually identifying them correctly, hence the performance of the model as a whole
may even decrease.
C) A totally analytic approach is to define the cut-off that maximizes the overall number of success
cases - both negative and positive - by finding the value that:
• minimizes the difference TNR – TPR considering positive values only;
• maximizes the sum between TNR and TPR (which is commonly known as Youden’s index).
In the following paragraph, the three methods will be compared by evaluating model performance through a common tool, the Extended Confusion table.

TABLE 5: Predicted Recoveries versus Cut-off probability
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3.1.2

Linear Approach

This paragraph presents the best logistic model attained on available information and compares the
output of different cut-off levels to real recoveries.
The final dataset for model estimate is a portfolio including only dossiers with a fiscal code and
counterparties with age up to 95 years but excluding, as explained previously, recoveries below 50
e or with recovery rate below 10%.
An R generalized logistic function is used to model recovery events. The best result includes the
variables listed in Table 6, showing their statistical relevance:
In Figure 13, the ROC Curve associated to this model visually shows how much the model
improves the casual guess (represented by the straight line) and, at the same time, how far it still is
from the ideal model, represented by upper right hand side angle.
However, the effective performance of this model, in terms of correctly identified recovery events,
depends on the cut-off chosen, whose effects can be analyzed in detail through the relative Extended
Confusion matrices shown below. Each criterion listed in the previous paragraph is based on a
different cut-off value, defined by the three methods described.
A) The Confusion table shown in Table 7 and based on a cut-off probability of 10% defined
by method A offers a slightly better performance on recovered dossiers and overall (OK on
sample).
B) The Confusion table shown in Table 8 and based on a cut-off probability of 9% defined
by method B produces a portfolio mix which is very similar to the real one (3.1% of fitted
recoveries against 2.9% of real ones), but with a slightly lower performance on recovery
dossiers: most of the increase in recovery signal is actually wrong.
C) The Confusion table shown in Table 9 and based on a cut-off probability of 3% defined by
method C, defining the value that grants the same performance of both positive and negative
forecasts on the real sample (OK on sample). This method allows to identify a much larger

TABLE 6: Logistic model for the Probability of Default

FIGURE 13: ROC Curve - Logistic approach
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TABLE 7: Extended Confusion table - Cut-off selected with method A

TABLE 8: Extended Confusion table - Cut-off selected with method B

TABLE 9: Extended Confusion table - Cut-off selected with method C

number of recovery events (67.3% versus 22% of the previous methods), but at the expenses of
a huge increase in recovery signals (7,150 dossiers, corresponding to the 33.7% of portfolio),
most of which wrong (94.1%).
At the base of this approach, granting the same performance for positive and negative events is
not only the assumption that the same cost is associated to both types of mistakes, but also that the
two event types cover, more-or-less, the same portion of the population, which is not the case.
Considered the very close cut-off value of the first two choices, with the one roughly defined by
the histogram distribution, yielding a top All-True value equal to 95.8% and the second, defined by
levelling the number of fitted recoveries with the real one, yielding a slightly lower level, the choice
will depend on the specific focus of analysis. As the objective of this work is to compare the RF to
the logistic approach in terms of overall effective recovery, the 10% cut-off will be used, because
considering a large number of wrong dossiers will dilute the recovery results.
3.1.3

Random Forest Approach

After the logistic approach, the same model was estimated through a Random Forest approach on
available information. As for the logistic model, the output is a continuous variable calibrated to a
probability of recovery, which is then turned into a recovery event through the chosen cut-off. The
estimated model, with a 10% cut-off, yields the Extended Confusion shown in Table 10.
With a percentage of predicted recoveries equal to 3.5%, the RF model slightly overestimates
positive events with respect to the real set, where the same percentage is 2.9%. On the other hand,
the logistic approach underestimates the recoveries (2.4%). By directly comparing the Confusion
table of the logistic model presented in the previous paragraph, relative to the 10% cut-off, the RF
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TABLE 10: Extended Confusion table - Random Forest approach

model identifies more ‘True positive’ (170 cases against 125), in particular those in sample, producing
a much better OK on sample (27.2% versus 20%), but this occurs at the expense of producing many
more ‘False positive’ (564 against 387).
It is worth noticing that, differently from the deterministic framework of the logistic approach, the
Random Forest approach includes a non-deterministic component that introduces minor changes at
each new run, hence each estimate process will yield a slightly different model and final classification
thus, as a consequence, the numbers in the Confusion table may be slightly different.
As introduced in the initial section, a Random Forest model is quite complex to represent visually,
consisting in the average of many trees, each with several split values for each explanatory variable.
Contrarily to the logistic approach, the variable selection is not necessary for the Random Forest,
where all variables are usually included - and ranked - and the model is evaluated through its
standard performance measures reviewed at the end of Chapter 2.
For the RF model, two of the most popular performance measures are summarized in Table 11: the
Increase in node purity and the Mean increase in Accuracy4 . They identify the number of contacts, the
dossier exposure and the duration of the dossier treatment as most relevant variables.
On the other hand, performance and robustness depend on parameters which need to be properly
tuned properly during the estimation process to get the best model, specifically:
1. The number of trees to be trained (ntree = 500);
2. The minimum size of terminal nodes in each tree, (nodesize = 50);
3. The number of variables to be selected every time a new tree is trained (mtry = 2).
The choices in the estimated model are expressed in brackets above.
The literature provides examples of the effects on the characteristics and the performance of RF
models due to changes in these parameters, but this analysis focuses more on comparing the
Machine Learning to the classic logistic approach and will avoid to inquire about the effects these
changes.
In particular, the Logistic and the RF recovery probability model can be compared graphically
through their relative ROC curves, both plotted in Figure 14, which confirms a marginally better
performance of the Random Forest (blue line).

TABLE 11: Performance metrics - RF-PR Model (cutoff set at 10%)
4 The

Mean increase in Accuracy evaluates the importance of each variable by analysing the change in the prediction error
due to the change in values of a given variable. As the name suggests, it is strictly related with the Mean decrease measure
described in Chapter 1. The same holds for Increase in node purity.
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FIGURE 14: ROC Curve - Comparison between RF and Logistic approach

Random Forest as Direct Classifier
The RF model examined in the previous paragraph was estimated in ‘regression mode’ in order
to be able to compare it directly with the Logistic approach on a similar framework. However this is
not the only mode in which the RF approach can be used: as an alternative, the RF can be used
directly as a classifier on the basis of the prior distribution. In this case, there is no need to define a
cut-off for the classification of recovery events, since they are directly determined by the branching
algorithm for the RF procedure.
The outcome of the RF estimate in classification mode is summarized in Table 12.
Notice that this ‘classification mode’ produces the best results, by far, in terms of correct forecast
of recoveries within the specific subset (67.5% versus the usual 22-24%). However, this is due to an
extremely careful classification of recovery events, as only 126 of them are identified. This generates
a very different portfolio from the real one (0.6% of fitted recoveries against 2.9% of real ones).
Given the small number of recoveries identified, this performance is not maintained once the
population is considered instead of the reference dataset: in this case the hit rate of recoveries drops
to 13.6%, while that of non recoveries reaches the top score of 99.8% of negative events identified
over the whole population.
This means that, when the RF is used as an autonomous classifier, it is very prudent in the identification of recoveries, providing very good performances, but, in general, it depends on the original
distribution of positive events.
3.2 Recovery Rate Model
This paragraph introduces the model used to estimate the recovery rate for those dossiers for which
a recovery occurs. It is developed with a standard multilinear approach on the basis of information
available on relevant recovery dossiers. For this model, no Random Forest alternative will be
presented as the target variable does not represent a classification but a continuous value.
The Recovery Rate (RR), which is the target variable to be estimated, is defined, using the previous

TABLE 12: Extended Confusion table - Random Forest as a classifier
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TABLE 13: Recovery Rate - Linear model

notation, in the same way at granular and aggregate level as:
R
(18)
E
The geographic variables (related to Macro Region) are maintained in the model even with low
relevance, as they characterize the final level of aggregation, as shown in in Table 13.
The Adjusted R2 , equal to 10.4%5 , of the selected model confirms that the overall performance is
quite low. However, this does not prevent a good forecast of overall recoveries at aggregate level
(i.e. Macro Region one), as it will be shown later. A possible explanation for this outcome is that the
model squeezes recovery forecast around the real average, as shown in Table 14.
RR =

Dossier size and number are consistent throughout all geographic areas, indicating that there
is no concentration in size in specific area. Overall recovery forecast is quite good (62.3% versus
62.6%), but also at geographic area level, with the largest gap occurring for Centre-North Macro
Region, where the model underestimates recovery rate by 2.3% on average.

TABLE 14: Comparison of Recovery Rate outcome

5 On

the other hand, the model is consistent at a more technical level: the F-statistic yields a value equal to 13.12, which is
bigger than the critical f-value based on 6 and 619 degrees of freedom, which is equal to 1.774. This confirms that the model
is statistically significant.

www.iasonltd.com

25

Research Paper Series

4.

Results and Conclusions

The total recovery forecast is the result of the application of two independent models to each dossier.
Recovery estimates at dossier level are averaged over the aggregating dimension (Macro Region) and
then compared to the amount effectively recovered on the same perimeter, in order to measure the
final performance of the framework. Before analysing the output data, it is useful to review the
definitions used in the tables and diagrams reported.
The Expected Recovery (ER) at granular level is a non-linear function of the estimated probability
of recovery multiplied by the exposure of the given dossier and the estimated recovery rate.
The sum of the expected recoveries within a given perimeter (Macro Region) yields the total
recovery at aggregated level to be compared with the amount effectively recovered within the same
perimeter and not from the same specific dossiers.

where:

c =
ER
Ii =

N

[i
Â Ei · Ii · RGR

(19)

i =1

(

1

if RPi

0

if RPi < C

C

(20)

This quantity is different from the recovery estimated from dossiers effectively recovered:
ER =

M

Â

j =1

[j
Ej · RGR

(21)

where the sum is over the M real recovered dossiers.
It is worth mentioning that the probability of recovery in a given perimeter is the ratio of dossiers
recovered, real or estimated:
1 N
RP =
Ii
(22)
N iÂ
=1
This means that the aggregated exposure related to recovered dossiers cannot be calculated
simply as the product between exposures and predicted recovery probabilities: in fact, no exposure
weighting is involved in the recovery probability, requiring to sum up the specific exposures of real
or fitted recovered dossiers (non-linear component). On the other hand, the recovery rate is the
exposure-weighted sum of recovery amounts:

[=
RGR

Â f it Ri
Â f it Ei

(23)

Hence, the aggregated recovery amount is given as the product of the average recovery rate by
the total exposure of estimated recovered dossiers:
!
!
N
[ Â Ii · Ei = RGR
[ Â Ei
Rec f it = RGR
(24)
i =1

f it

The results in terms of recovery parameters are summarized in Table 15, which shows that
the recovery rate is fitted on average rather well, while the number of identified recoveries is less

TABLE 15: Fitted vs. Real Recovery parameters summary
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TABLE 16: Fitted vs. Real Recovery parameters

precise, particularly in some Macro Regions: while the logistic approach is more prudent (i.e. it
underestimates), the Random Forest model overestimates the real rate of recovered dossiers.
Clearly, the RF approach constantly overestimates the number of dossier effectively recovered.
On the other hand, the logit approach presents a more mixed behaviour which, averaged over
the whole portfolio, yields an approximation similar to the real level; however, the more regular
behaviour of the RF approach is to be preferred to a more random forecast, though potentially more
precise.
In terms of amounts recovered, the model output is summarized in Table 16. Note that the
product between exposure and real probability of recovery shown in the Table represents an average
based on the real probability of recovery, which is clearly different from the amount on its left,
underlining the non-linear nature of the framework adopted.
As far as the two framework adopted, the logit approach is better at averaging errors of all kinds
to reach a quite good result at portfolio level, hitting only 2% away from the real figure: the fitted
value is 445 ke, while the real one is 437 ke.6
On this portfolio, the overall result is not as good for the RF approach, which consistently
overvalues the recovered amount at any aggregate level, due mainly to its overestimates of the
number recovered dossiers, as already mentioned. However, if we consider the Effective Recovery
Rate (the estimated recovered amount divided by the exposure), the two framework get very close
to the real one, as detailed in Table 17. Clearly, the Effective Recovery Rate mirrors the RGR for real
data, but not for estimated recoveries, where it is computed over the estimated recovered dossiers
and not over the real ones.
4.1 Conclusions
This work has analyzed the collection profiles in a portfolio of retail unsecured bills managed by a
servicer, with the purpose of modelling the recovery capabilities on the bases of geographic and
personal characteristics of the debtors, as well as those of the assets (very few information on both
were available).
The analysis intends to compare two different approaches: an innovative Machine Learning
technique known as Random Forest to the more classical logistic approach and introduces, besides
other metrics, extended Confusion tables used to compare the different outputs.
The work shows that it is possible to develop a structured quantitative framework with the aim
to classify NPLs into recovery/fail opportunities, even with limited information. Generally, the
adoption of statistical analysis promotes the collection of more data and improvement of its quality.

TABLE 17: Effective Recovery Rate
6 Notice

that this is the lucky outcome of errors spanning from 29% to -12% at Macro Region level.
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The result is obtained in a framework that separates the recognition of recovery from the estimate
of the recovery rate. This split avoids that estimated recovery rates get too diluted due to the high
number of non recovery cases. For each phase, a distinct model is estimated: one identifying the
limited set of recovered dossiers and the other targeting the recovery rate in those dossiers.
At the same time, the work introduces a Machine Learning approach, called Random Forest,
to produce more robust models in an area where very few assumptions can be made, namely the
classification of recovered dossier. Here the RF approach was compared to a standard logistic
approach to provide results in terms of a known methodology.
The RF has proved to be at least as reliable and performing as a classification tool, but with no
need to select modelling variables. It can even be used directly as a classifier, without the need to
define cut-off to identify recovery cases. Estimates of the recovery rates however, rely on a simple
multi-linear model.
Detailed analysis shows that the approach presented is suitable to estimate the portfolio value,
both in absolute and relative terms, i.e. the change in value of a new portfolio compared to a known
portfolio.
The comparison test was built by selecting the dossiers available into two portfolios equal in size
and exposure, but with one presenting 25% more effective recoveries. The model estimated on the
known portfolio was able to recognize the bigger recovery level of the new portfolio, showing that
the framework is suitable to be used in relative terms besides absolute terms.
Although, in statistical terms, the performance of the model is generally low, mainly due to
the very limited information available, at aggregate level the results are quite impressive, even in
absolute terms.
Further Developments
In order to provide useful metrics and guidelines to support decision making, further possible
enhancements can be proposed both on the dataset and the analysis framework. In particular,
variables connected to the recovery process could be collected in order to allow more detailed
analysis at different stages of the process.
For a more complete evaluation of the portfolio value and the choice of the best specific action,
management costs and times should be collected together with other data. This is crucial to
determine the effective value of the recovery flow and, consequently, to identify the best collection
process.
At the same time, the data quality of recovery flows should improve, correctly assigning a date
to each flow. As most collection process data is inputted manually, automatic data quality checks
could be introduced in the process to improve data quality.
Standard times and specific ‘answers’ at given stages could be collected to push or stop the
collection process, depending on the marginal value of the expected value of that action.
For instance, in a given dossier, 30% of the exposure was collected in times longer and with more
process effort (i.e. Contacts) than the standard curve recommends. On the basis of collection times
and recovery costs of successive phases, it may be calculated that the present value of expected
recovery will not balance, so that the process for that dossier will be interrupted or will follow a
cheaper collection channel.
After an appropriate calibration phase, the decision making process can be divided into several
streams following specific rules and collection channels and, in case the number of dossier justifies
it, the service firm can decide to design a specific collection process to handle otherwise stopped
dossiers.
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A.

Portfolio Comparison

The exercise here considered focused on estimating models able to assess the absolute recovery of
dossiers, at least at aggregate level. Sometimes, however, the analyst does not look for a precise
assessment of recovery in absolute terms, but he is more interested in a compared evaluation, i.e.
he may be interested to evaluate the performance of a new portfolio relatively to one on which he
already has some knowledge of.
To test this feature in the framework of this exercise, the given portfolio is divided into two sub
portfolios: the ‘known portfolio’ (training set), what the analyst is acquainted with, and the ‘new
portfolio’ (testing set), with different characteristics, summarized in Table 18.
Thought the two portfolios include the same number of dossiers and present the same credit
exposure (11.45 mln e), the training set was built to include a 27% larger number of recovered cases
(350 versus 275), reflected in 60,000 e of higher recoveries (32% higher than the testing one).
The expectations are that a model trained on the ‘known portfolio’ will be able to recognize the
lower recovery level of the ‘new portfolio’.
A new model is then estimated on the ‘known portfolio’ with the same approach seen in
Chapter 4, yielding results similar to those detected for the whole dataset. The model variables are
summarized in Table 19, highlighting their relative importance. The geographic variable (Macro
Region) is kept into the model, even with a low relevance, as it represents the aggregating key.
On the basis of the same 10% cut-off adopted previously, the probabilities of recovery at dossier
level are used to identify recovery events and the result is represented in Table 22.
Even if estimated on half the portfolio size, the performance in identifying recovery events, are
quite similar. The analysis, in fact, shows a portfolio split (negative/positive events) consistent with
the higher recovery rated of the ‘training set’ (3% against 3.3% of real data, compared to the 2.4%
against 2.9% of the whole portfolio); the same hit ratio of positive events in sample (20%) and a
similar All-True ratio (95.0% versus the value of 95.8% obtained from the portfolio as a whole).
A new multilinear model is estimated for the Recovery Rate. In this case the geographic variable
(which is not relevant) was not retained, yielding a simpler model, which is summarized in Table 20.
Even with a reduced set of recovery cases, the model squeezes the forecast for the recovery rate
quite close to the average, resulting in a quite good fit (see Table 21).
The model estimated presents a similar performance, even if developed on a halved number of

TABLE 18: Training and Testing portfolio profiles

TABLE 19: Logit model - Training set

TABLE 20: Recovery Rate - Training set
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dossier, is then applied to the ‘new portfolio’ to investigate if it can recognize its lower collecting
rate. The ability of the new model to detect recovery cases on the ‘testing set’ is reflected by Table
23.
Decreasing the non recovery component from 3.0% to 2.7%, the model clearly reflects the lower
number of recovered dossier of the ‘new portfolio’ and, though it makes some more mistakes than
on the ‘known portfolio’, its overall performance, represented by an All-True of 95.8%, is in line with
those of the ‘known portfolio’ (actually, it is even slightly higher).
Although a more detailed enquiry of the recovered amounts may provide a stronger evidence
of the ability of this approach to distinguish between different portfolio, the analysis of the basic
components of the model already represent a clear evidence.
In conclusion, the framework presented is suitable to evaluate at some aggregate level, the
characteristics of a new portfolio with respect to the one it was trained on, known by the analyst.

TABLE 21: Average Recovery Rate

TABLE 22: Extended Confusion table - Training set

TABLE 23: Extended Confusion table - Testing set
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B.

Model Test

Since the whole dataset was used during the model estimate in Chapter 3, the out-of-sample test for
the modelling approach presented requires to develop a new model based on a subset of available
dossiers in order to leave the remaining part for testing. The estimate follows the same procedure
seen for model comparison, but with the overall portfolio randomly divided into two uneven sets:
the smaller one (one third of dossiers, randomly selected) for testing a model estimated on the other
two thirds. A summary of the profiles is given in Table 24.
As shown in Table 25, due to random selection of dossiers, the recovery characteristics of the two
subsets are equivalent. Considering recovered dossiers only, the ratio of 1⁄3 to 2⁄3 is conserved both
for exposure and recovery amounts, while the recovery rate is homogeneous for the two subsets.
A new model is estimated on the training set with the same approach used in Chapter 3, and the
outcome is summarized in Table 26.
This is a subset of the variables included in the overall model of Chapter 3. The geographical
variables, whose relevance was already very weak in the first model, became totally irrelevant with
a smaller development set. The in-sample performance is condensed in Table 28.
Even if estimated on a smaller dataset, the Confusion table obtained from the new model presents
characteristics quite similar to those seen for the model estimated on the whole set, in particular the
bottom line (which, for the first model, was equal to 98.1% and 20.0%, respectively, for OK on sample,
while it was equal to 95.8% for All-True), confirming similar performances for the new model.
Though it may not represent the best cut-off for the new model, this analysis is based on the
same 10% cut-off adopted previously to allow an easier comparison with the overall model.
At the cost of increasing the number of mistakes, hence reaching a slightly lower All-True, the RF
approach on the same sample identifies more recovered dossiers, as shown in Table 29.
With regards to estimates of the recovery rates, like the initial model, the new one squeezes the
values sufficiently close to the average resulting in a good fit, even with a reduced set of recovery
cases (see Table 27).
To investigate its out-of-sample performance, the new model is then tested on the reduced
test set, including 213 recovery cases only. Table 30 below confirms that the performance level
represented by All-True is maintained also out-of-sample (95.4% to 95.9%).
In addition, the portfolio generated by model application is even closer to the real one in terms
of recovered/non-recovered dossiers (2.8% of recoveries to 3% in the out-of-sample set, while 2.3%
to 2.9% registered in-sample).
In conclusion, the modelling approach presented is suitable to classify NPL both in-sample and
out-of sample, i.e. of new portfolios of the same type.

TABLE 24: Training and Testing portfolio profiles

TABLE 25: Exposure and Recovery ratios on Training and Testing sets
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TABLE 26: Testing model

TABLE 27: Average Recovery Rate

TABLE 28: Logit Extended Confusion table - In-sample testing

TABLE 29: RF Extended Confusion table - In-sample testing

TABLE 30: Logit Extended Confusion table - Out-of-sample testing
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