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Executive Summary

Banks all over the world are required to perform stress tests for different types of
risks to comply with regulatory guidelines. The purpose of stress tests is to

estimate the financial impact arising from changes in macroeconomic factors. In
turn, the impact estimate provides an indication of the amount of capital necessary

to maintain in order to withstand the hypothetical adverse scenarios considered.
However, such an estimation process is peculiar and cannot be adequately

addressed with statistical tools commonly used for regression tasks. The present
work focuses on climate-related risk stress testing, specifically on the technical

challenges involved in inference of the impact of macroeconomic changes on credit
default risk.

Financial institutions, academics and international organizations have proposed
several approaches to model climate-related impacts, but estimates remain far from
an acceptable degree of confidence. In fact, some peculiar statistical points need to

be addressed to produce sensible predictions. It should be noted that stress tests
consist of examining the effect of historical variations in macroeconomic variables

to forecast the future impact (3-5 years) of hypothetical and unprecedented
macroeconomic scenarios. The risk scenarios vary in baseline and adverse risk

outline. Commonly, statistical and Machine Learning (ML) models, such as
General Linear Model (GLM) and Tree Ensebles are frequently leveraged to
accomplish the prediction task, by using the available historical records for

optimization purposes. Such a procedure is likely to introduce biases, as does not
guarantee the model to be able to generalize from historical (baseline) records, to
unrealized adverse scenarios. As such a crucial generalization problem cannot be

entirely addressed from a statistical perspective, we stress the importance that
predictive models should be highly consistent with available theoretical knowledge

on the modelled dynamics.
The present work investigates the application of three different methodologies to

forecast credit defaults that occur as a consequence of climate shocks in the energy
sector. All proposed predictive architectures integrate, to some extent, a general

top-down macroanalysis conducted by credit risk experts, which ensures that the
models are consistent with theoretical expectations. The first proposed architecture,

G-RiskPar, is an automatic, iterative and theory-driven approach, based on
Bayesian Averaging of Classical Estimates (BACE). The second approach, MLRisk,
combines statistical techniques, such as GLM, and computational methods drawn

from ML. Finally, the third architecture, Causal AI, is a Structural Causal Model,
which uncovers causal connections in data and use them to upgrade the confidence

around the prediction, according to Bayesian inference.
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Advancements in Bank Stress
Tests: from Bayesian Averaging to

Causal AI

Andrea Mauri Danilo Rubicondo Tommaso Ferretti
Nicola Polino Nicola Rogante

Banks are required to perform stress tests in accordance with regulatory guidelines. Stress
tests estimate the impact of adverse economical scenarios, providing a crucial indication of
the amount of capital necessary to withstand financial losses. However, such an estimation

process is peculiar and cannot be adequately addressed with statistical tools commonly used for
regression tasks. The present work focuses on the technical challenges which need to be faced to
reliably infer the impact of macroeconomic changes on credit default risk. The authors claim that
the lack of empirical support inherent in predicting the impact of hypotetical adverse scenarios
must be balanced by integrating domain knowledge into the predictive models’ functioning. Three
different methodologies were developed for this purpose, in the context of forecasting credit defaults
occurring in the energy sector because of climate shocks. The first proposed architecture, G-RiskPar,
is an automatic, iterative and theory-driven approach, based on Bayesian Averaging of Classical
Estimates (BACE). The second approach, MLRisk, combines statistical techniques, such as GLM, and
computational methods drawn from Machine Learning. Finally, the third architecture, Causal AI, is
a Structural Causal Model, which uncovers causal connections in data and use them to upgrade the
confidence around the prediction, according to Bayesian inference.

1. Introduction

Assessing aggregate default risk arising from economic distress is crucial to minimize systemic
risk and avoid contagion effects, with consequent economic disasters. Consequently, methods for
estimating the impact of adverse economic scenarios, such as stress testing, have become crucial
for banks, banking supervisors and macroprudential authorities. For example, European Banking
Supervision adopts computational modeling techniques to analyze banks’ financial health, their
endurance to economic shocks, in order to provide an indication of the financial resources needed
to absorb potential losses. In the past few years, economic, social and political events have induced
banks and authority to consider the impact of stressed scenario narratives built with a very specific
focus, along with generic adverse scenarios.

A first example in this direction is provided by Covid-19 pandemic outbreak, which produced
a remarkable impact on risk management practices, and it was also addressed during 2021 EBA
Stress Test. In this exercise, a specific sectorial analysis of the impact was required, and inclusion
of special treatment of moratoria and public guarantee schemes had to be considered. A second
example of thematic stress testing is provided by Climate Stress Testing, which is bound to become
a major focal point of future risk management. Indeed, authorities stressed the importance to build
a robust framework to assess consistently climate risk and implement its measure into routine
risk management processes. In order to create awareness and boost activities on the subject, ECB
launched the first climate stress test in 2022 with EBA-like methodologies (see for instance [5] for
a thorough review and [9] for a critical analysis of the exercise). Once again, a sectorial analysis
was necessary to properly account for the differentiated impact of climatic transition and physical
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scenarios on different industries. Moreover, as a third example of focused scenario stress testing,
the current energy crisis will be part of dedicated analysis in the upcoming EBA stress test in 2023,
where a differentiation between energy-intensive and other sectors will be required.

The above examples reveal the importance to define a modeling framework which is able both
to account for very specific impacts and, at the same time, to be flexible enough to cover a wide
range of risk drivers. For example, in Credit Risk area, Satellite Models are leveraged to project risk
parameters - namely probability of default (PD) and loss given default (LGD) - into hypothetical
scenarios defined by movements in macroeconomic variables, thus leading to the estimation of the
expected loss on banks’ economic capital. Satellite Models are developed from historical series of
relevant macrovariables and observed credit defaults rate (or recovery rates). Notably, the technical
implementation of such a predictive framework is far from obvious and poses major challenges. One
point of relevance concerns the impossibility of empirically assessing the reliability of the framework
for hypothetical scenarios, as back-testing is only suitable for past scenarios and does not provide a
measure of reliability for future outcomes prediction (i.e. test scenarios).

Moreover, the technical challenges introduced by Satellite Models increase as the granularity of
the models increases. Such a granularity historically included a specification of the counterparty
type (e.g. Corporate, Retail, Financial Institutions, etc.) and a geographical breakdown. However,
new levels of granularities have been introduced in recent stress test exercises, in order to add some
scenario-based specificity. These include, for instance, the introduction of NACE industrial sector
analysis for corporate counterparties. Therefore, the forementioned modelling approach has to be
applied to this more granular level so to understand how, for example, a specific industrial sector
reacts to the different sectorial scenarios to which financial institutions are exposed. The increase
in granularity usually involves the estimation of multiple models (e.g. a model for each industrial
sector) or the estimation of more complex models. In either case, the available amount of data
decreases in relation to the number of models/parameters requiring estimation, leading to further
uncertainty in the prediction of test scenario’s PDs.

At its core, this granularity-induced estimation problem lies in the fact that the true relation
between macroeconomic variables and corresponding PD, as expressed in historical data, can be
approximated by a large number of mathematical models. However, most of those models are
expected to provide good approximations only in the limited historical horizon covered by the data,
while some may fail outside the considered historical window. This problem is more pronounced
when the historical amount of data used for modeling decreases, because the models’ degrees of
freedom decreases as well, as occurs when granularity increases. In the present work, we claim
that the lack of empirical support must be balanced by integrating and constraining predictive
models with top-down information. Specifically, Satellite Models should not simply be evaluated
for making prediction consistent with historical records or with analysts’ expectations (for future
outcomes), but should integrate the available theoretical knowledge on the dynamics being modelled.
In other words, effective Satellite Models must be designed to closely reflect the economical and
financial mechanisms known to affect the likelihood of incurring in a financial default, in spite of
approximating those mechanism with data-driven and domain-unrelated mathematical functions.
The proposed practice reduces the number of models providing a good approximation to historical
data only to those that also exhibit consistency with theoretical knowledge. In turns, such an
approach results in an increased generalization power to new scenarios, but also to making explicit
the assumption under which the model should generate reliable predictions.

Indeed, this emphasis on models’ explainability and controls is already present, to a certain
extent, in most stress testing frameworks, and has affirmed linear statistical models, such as General
Linear Model (GLM), as the most widely used inferential tool in stress testing. Under the assumption
that the relations between macroeconomic variables and risk drivers are linear, linear models can
determine the magnitude and sign of the impact of the macroeconomic variable on expected PD.
Therefore, the behavior of the model is relatively straightforward to assess for consistency with
theoretical expectations, as well as known economic patterns, increasing the confidence in model
performance on unverifiable scenarios. Linear models guarantee the ability to generalize their
predictions to extreme scenarios as long as the impact of risk drivers remains linearly proportional
to their overall effects on PD. However, such an assumption, along with others, may not hold;
therefore, the adoption of linear models, without any methodological intervention, comes at the cost
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of oversimplifying the modeled dynamics and introducing potential biases.
Consequently, new approaches, spanning in the space between theory-driven and data-driven,

are welcomed to enhance confidence in the predicted estimates, while preserving explainability and
knowledge integration. In this work, three different approaches to the challenges highlighted above
are presented and discussed. In particular, the present work focuses on the construction of Credit
Risk PD Satellite Models for corporate counterparties, which process sectorial stresses and test
them against the past 2022 ECB CST exercise scenarios. The presented predictive models are built
according to different, but related, methodological choices, which improve standard GLM models.
The next section describes the methods that underlie the stress testing exercise and the development
of the mentioned predictive models. Specifically, in Section G-RiskPar a theory-driven approach is
presented, leveraging Bayesian averaging of standard OLS estimators. Section MLRisk describes a
data-driven approach based on advanced Machine Learning techniques. Finally, in Section Causal
AI an AI causal model is presented, which combines data-driven approaches with expert-based
enhancements and provides several technical and epistemological benefits over common statistical
models.

2. Methods

Climate-related stress tests are a complex process involving different actors and multiple stages [3].
From a technical point of view, this process can be decomposed into four parts: modeling climate
variables, measuring the impact of climate changes on macroeconomic variables, decomposing
the overall macroeconomic impact across sectors, and estimating the aggregate impact on firms.
The present work focuses on the last phase, involving the estimation of the aggregate impact of
macroeconomic changes on the expected default rate (i.e., decay rates). Furthermore, for space
limits only results for NACE d35 (energy sector) in Italy are presented and discussed, although
the same methods apply to all sectors and any geographical regions. Three different models were
developed, differing for methodological choices and corresponding assumptions, which also lead to
important differences in results explainability - meaning the process of tracing back which specific
macroeconomic change accounts for which portion of the estimated outcome.

G-RiskPar, Iason proprietary satellite models tool [14], encompasses a top-down approach
focused around credit risk expertise, drastically limiting manual intervention on the statistical and
algorithmic technicalities. MLRisk reconciles domain knowledge with data-driven technologies;
such an approach is tailored for each sector and requires both financial knowledge and data-analysis
expertise. Finally, Causal AI is a Structural Causal Model, which extends the MLRisk methods
with causal inference and probabilistic graphs [17]. As for any Statistical Learning model, all three
architectures are optimized for each specific industrial sector by minimizing a loss function with
respect to past (observed) records of the variable to be predicted (i.e. decay rates) for specific sectors.

2.1 Data Perimeter

Data used for optimization purposes consist of time series of macroeconomic (e.g. gross domestic
product, consumer price index, etc.) and financial (e.g. MIB index, Euribor rates, etc.) variables,
in addition to commodities price (e.g. gold, copper, etc.) and composite indices (e.g. CISS etc.)
publicly available and extracted from standard data providers (i.e. Bloomberg, Istat, BCE Data
Warehouse). Decay rates provided by Banca d’Italia Statistical Database [1] are used as a target variable
for optimization and test purposes and are assumed to describe the Italian systemic response to
macroeconomic evolution. Variables were resampled to a common time reference, in order to obtain
quarterly records of 45 macroeconomics variables, spanning 3/31/1990 - 12/31/2020. Furthermore,
an empirical record of the default rate observed (i.e. Decay rate) in each quarter is provided.
However, some variables are missing before different time points, and a complete time series for all
the variables is only available from 3/31/2006. Therefore, these historical records (n = 60) represent
the data used for optimization.

Two additional time series (n = 12) provide an estimation for 18 macroeconomic variables only,
for a future time interval of 3/31/201 - 12/31/2023 (test scenarios). Those time-series represent a
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baseline scenario and a stressed scenario (i.e taking into account a more severe impact of future
climate change), for which we are interested in estimating the corresponding decay rates.

2.2 G-RiskPar

The first developed methodology directly tackles the problem of model design (e.g. variable
selection) with an iterative algorithm and a theory-driven approach, which completely exclude
any manual intervention from a modeling perspective. Such an approach is based on Bayesian
Averaging of Classical Estimates (BACE) - firstly introduced by Dopphefeller, Miller e Sala-i-Martin
[10]. G-RiskPar takes as raw input the 18 macroeconomic variables available in test scenarios, which
are further elaborated and combined by the architecture.

Here we summarize the main steps involved in model estimation, generally referring to our case
test of a PD model for Italian corporate nonfinancial counterparties. For the given counterparty
type, the full list of macrovariables, along with their engineered representations, that are expected to
be relevant to model the target variable (default rate) are selected according to domain knowledge.
The next step consists in estimating a number M of OLS regression models taking combinations of
the K independent variables and averaging their coefficients using weights that are proportional
to the model posterior distribution. Specifically, the posterior probability of each OLS regression
model Mj can be calculated as follows:

P(Mj|y) =
P(Mj)T

−kj
2 RSS

−T
2

j

∑M
i=1 P(Mi)T

−ki
2 RSS

−T
2

i

,

where RSSj, k jand P(Mj) are respectively the residual sum of squares, the number of regressors
and the prior probability of the model j, while T is the number of observations. The prior probability
can be set to be a uniform distribution across the M regression models and can be written as

P(Mj) =
k̄
K ,

where k̄ is the only hyperparameter of the model, representing the maximum number of variables
to be used as regressors in each OLS model and K the overall number of independent variables of
the model specification (the initial list of macrovariables).

Once the posterior probability for each regression model has been obtained, Bayesian averaging
approach involves the calculation of a posterior coefficient for each independent variable, which can
be obtained by averaging the coefficients of those OLS models where this variable is contained,
weighted by the posterior probabilities of the respective model, using the formula

E(βi|y) = ∑M
j=1 P(Mj|y)β̂i,j,

where β̂i,j is the i-th OLS estimate of the j-th model and j ∈ JM where JM is the subset of M
composed by those models where the i-th estimate is present. Moreover, BACE estimation approach
involves the calculation of a posterior inclusion probability related to each independent variable
describing the probability of the i-th independent variable to enter the final model, as follows

E(βi|y) = ∑M
j=1 P(Mj|y)1Mj(βi).

The calculation of a posterior inclusion probability allows the researcher to obtain an ex-post
information on the probability that each independent variable enters the final model, which might
be useful for post estimation analysis.

2.3 MLRisk

MLRisk maintains the use of linear models, but introduces several technical advancements drawn
from Machine Learning (ML), along with a tailored approach to feature engineering. Specifically,
MLRisk approach includes an analysis of the information contained in input variables and how such
information relates to Decay rates (i.e. target variable). Relevant information is extracted from raw
input variables and combined into higher-order representations (i.e. features), during the feature
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engineering process. Procedures occurring during the feature engineering phase include identifying
and managing: collinearities among variables, non-linear relations between predictors and target,
interactions among variables, temporal impact of variables on target and autocorrelations.

Non-linearities, including interactions, were empirically assessed and modelled, also taking
advantage of macro-financial knowledge. Collinearities were addressed during the feature selection
phase by using a Sparse Principal Component Analysis via ElasticNet Regularization (sPCA),
combined with a customised version of Bayesian Inference Criterion (BIC) [8].

Given a matrix X where each column j is a raw variable, sPCA estimates the sparse component
weights matrix W to weight the original variables to form T = XW. Sparsity on W guarantees a
small number of collinear variables be combined to obtain orthogonal transformed variables, while
uncorrelated variables are not combined. This preserves the explainability of the matrix T with the
resulting components [11].

Temporal lags were investigated by analyzing the Mutual Information profile obtained from
a lagged version of each predictive feature and the target variables. Moreover, a spectral analysis
was used to identify high frequency components which cannot be inferred from the raw variables.
Finally, an autocorrelation component was introduced into the model to capture the effect of the
past history on future outcomes.

In order to meet linear model assumptions and obtain reliable coefficients estimate with a
limited training sample, BIC was leveraged to rank the features based on their ability to predict the
target variable in several sub-models while penalizing the number of parameters used and residual
colinearity among features. Moreover, the subset of raw variables not included in test scenarios was
penalized as well, unless considered with a temporal delay spanning back to the last observation
point. At the end of this process, three variables still required to be inferred in order to be used as
regressors in test scenarios. Those variables were regressed out all the available features for the time
window in which were missing.

The optimization of the resulting model was performed by minimizing the Ordinary Least
Squares with two regularization parameters (ElasticNet Regression [12]), increasing generalization
capability. The model is then evaluated iteratively on an independent sample in order to assess
the ability of the model to generalize on data unexposed during optimization. Such a test sample
includes: data randomly removed from the training set and data artificially generated by a non-linear
combination of existing observations.

2.4 Causal AI

Causal AI inherits most of the advancements introduced in MLRisk, excluding the feature selection
phase. Indeed, no explicit feature selection or estimation of missing variables is necessary, as
Causal AI inherently selects only the information playing a causal role, and notably is even capable
of reconstructing such information from available data when missing. Causal AI is composed
by two modules: a causal graph generation module, implementing causal discovery [15], and
a computational probabilistic graph, running causal inference [16]. Both of them rely on the
assumption that observed data, represented by variables x1, x2, ..., xm, are sampled from a joint
density probability distribution, which factorizes with respect to a specific directed causal graph G:

p(x1, x2, ..., xm) = ∏i p(xi|Xparent(i)).

The causal graph generation module is responsible for the identification of an approximate
structural representation of the underlying causal mechanism that generates the observed data.
Several algorithms allow to execute a causal discovery process, under different assumptions and
offering different properties. The investigation of the available data, along with an analysis of
the data generating system (i.e. economy system), have individuated the following as reasonable
assumption: the i) relation among variable is linear ii) with non-Gaussianity of the error terms and
iii) the linear causal structure among variables is represented by a directed acyclicity graph (DAG).
Under those assumptions, a score-based algorithm [4] was used to estimate the adjacency matrix M
of G. The estimation process involves a combinatorial optimization process, resulting in the graph
best explaining data. Notably, the estimation process takes advantage of domain knowledge, which
has been embedded in the algorithm via a Prior Matrix. Finally, a sampling procedure along the
temporal dimension was applied to infer potential changes in causal relations along time, as, for
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example, causal changes induced by political interventions which are not explicitly reflected in data
or included in the model - the Covid-19 pandemic is a prominent example.

Once estimated the matrix of causal relations, a second module convert such a matrix into
a computational probabilistic graph. The resulting probabilistic model is a Bayesian network,
characterized by a set of prior distributions, specifying the uncovered relationships among the
variables in M. These distributions encode a wealth of theoretical knowledge on the dynamics
under investigation, including regulatory and economic constraints that govern the evolution of
both input and target variables. The optimization is implemented through Hamiltonian Monte
Carlo with No-U-Turn Sampler [13], running on 6 independent chains. The optimization procedure
was fine-tuned until all 6 chains returned consistent estimations. The whole procedure results in a
set of posterior distributions and, specifically, a posterior distribution for the response variable.

3. Results

Figure 1 summarizes the decay rates estimated by G-RiskPar (dark/light blue), MLRisk (solid
green/red) and Causal AI (green/red bands), for baseline and stress scenarios. Notice that while
G-RiskPar and MLRisk estimate single-point predictions - a punctual prediction for each quarter
of the test interval 2021-2024 - Causal AI estimates the whole probability distribution. In other
words, while common statistical methods, including ML, return the most likely estimate, Causal AI
provides the probability of any possible decay rate. The most likely outcome (Maximum a posteriori
probability - MAP) is reported in the figure as a dashed green (baseline) or red line (stress). The rest
of the distribution is represented as a colored band, where dark bands indicate the highest density
interval (HDI) greater than 80% and lighter bands code for HDI > 10%. The wider the bands around
the MAP, the greater the model uncertainty in the prediction (i.e. epistemic uncertainty).

Overall, the variation of the estimated decay rates among the proposed architectures, across
the 3-years prediction interval (2021-2024), is lower than the Decay rates variation observed during
the preceding 3 years (2018-2021). This suggests a significant level of consistency across models,
although important differences in estimated decay rates appear. The three architectures show
comparable results in terms of goodness of fit on training data - as measured by R2 > 0.5 for all
models. As expected, each architecture predicts lower decay rates for the baseline scenario (bl)
compared to the stress scenario (st). Moreover, predictions for baseline scenario tend to be stationary
in time, across all models, while predictions for stress scenario have an increasing trend for all
models, in line with expectations. Regarding Causal AI, HDI is more concentrated around MAP in
the baseline than in the stress scenario, signaling greater uncertainty in the prediction of a stress
scenario in discontinuity with recent historical records.

Beyond those similarities, there are considerable differences among all architectures, indicating
the potential level of inconsistency across models exhibiting very similar performance on backtesting.
Specifically, G-RiskPar returns slightly lower estimates for baseline and pronounced lower estimates
for stress scenarios, compared to MLRisk and Causal AI. Bearing in mind that MLRisk and Causal
AI share some methodological choices, including the modeling of nonlinearity, the mean difference
observed for stress scenario between G-RiskPar, on the one hand, and MLRisk and Causal AI, on
the other, is largely due to neglecting the nonlinear effect of factors, such as inflation, which tend to
enhance their impact on risk factors after exceeding some thresholds.

MLRisk and Causal AI estimate the same decay rate for baseline scenario (continuous and dashed
green lines) during the first year, then the two predictions stabilize around two different levels,
with MLRisk estimate converging to G-RiskPar baseline estimate. Indeed, Causal AI prediction
for baseline scenario shows a switch-point in the second quarter of 2022, which is induced by an
estimated change in causal relations among variables a few months before. Due to the multitude of
tax and fiscal policies in response to Covid-19, it is difficult to figure out the proper root of such a
change, based on the available data.

Regarding estimates for the stress scenario, the architectures exhibit three different profiles in
terms of timing of the economic impact to adversities. In G-RiskPar the response to stress scenario
begins differing noticeably from the baseline estimate after a year (beginning 2022), then steadily
raises. MLRisk estimates begin to increase after two quarters and then level off during the last
predicted year (2023-2024). Causal AI predicts a sharp increase in decay rates during the first
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FIGURE 1: comparison of results produced by G-RiskPar, MLRisk and Causal AI. The black dash-dot line represents
observed Decay rates for the last part of the optimization interval (Jan. 2006-Dec. 2020). Solid lines represent G-RiskPar and
MLRisk decay rate point-estimates for baseline (bl) and stress scenarios (st). Shaded curves represent Causal AI predictions
in the form of probability distributions, where darker colours code for higher probability the relative Decay rate.

year and a moderate but constant increase afterward. Furthermore, G-RiskPar underestimated the
averaged effect of the stress scenario compared to the other two models.

4. Discussion

Although stress testing has crucial importance in identifying vulnerabilities and addressing them
before escalating in economic disasters, there are important technical challenges still to be faced
to produce reliable estimates. These challenges are more severe in climate-related stress tests, as
data covering economic patterns derived from climate changes are largely unavailable, considering
that climate changes have not completely unfolded their effects yet. Furthermore, measuring
climate-related effects requires predictive models to be able to explain granular effects related to
geographical region and industrial sector (along with others). Such a requirement leads to designing
more complex models, or a variety of models, for different industrial sectors (for example). In turn,
this increases the theoretical requirement of data necessary for model optimization and evaluation,
while, at the same time, limiting their availability. All this translates in a low degree of confidence
around stress tests estimates, leading to considerable concerns.

Although in most cases stress testing leverages "general purpose" predictive models, such as
GLM or standard ML algorithms, we claim that specific models should be designed to address
these peculiar problems. Specifically, those models should be able to take advantage of the wealth
of theoretical, top-down information, as, for example, indicated by literature or domain experts.
Moreover, models should be flexible enough to explicitly express (i.e. model) the relationships
among variables taking place in the real world, avoiding the use of simplistic predictive models or,
on the contrary, overly complex black-box algorithms. Finally, models should provide a reliable
measure of confidence around the estimates, which is essential to compute a measure of risk. The
present work investigates three predictive frameworks specifically designed to address the issues
described above. While all the models are developed on top of linear models and integrate, to
different extent, top-down information, they greatly differ in the methods used to integrate domain
knowledge and increase confidence in the prediction of unrealized, therefore untestable, scenarios.

Linear models include statistical models, such as GLM (G-RiskPar), and more complex computa-
tional algorithms, such as ElasticNet (MLRisk). These models specify an additive linear relationships
between some predictors and a target variable, which results in identifying the additive contribution
of each predictor to a certain prediction. This property makes linear models extremely convenient,
as simple to interpret and assess consistency against domain knowledge. Notably, while most
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ML algorithms commonly used in stress testing (e.g. tree algorithms) are limited in their ability
to generalize from a scenario (e.g. baseline) to another (e.g. stress), linear models guarantee a
good level of generalization, as long as relationships among variables remain linear. Moreover, the
linearity assumption can be empirically tested or assumed from theoretical knowledge.

While a certain level of control on the predictive logic used by the model is always recommended
- if not required by regulations [17] -, this is absolutely essential for stress testing, as the model is
required to generate predictions for scenarios (i.e. stress scenario) different from the scenario(s)
used for model optimization. As mentioned before, good predictive performance on historical data
does not provide any assurance of performance in scenarios that are not stationary with the past.
Indeed, an infinite number of models may show a good fit on historical data, while generating
unreasonable predictions for new scenarios. To address this crucial problem, all the architectures
described in this work constrain their predictive logic to some patterns inherited from domain
knowledge. This increases confidence in predictions on untestable scenarios, as those patterns
are selected to remain stable across ordinary and stress economic regimes. Linear models play an
important role in translating domain knowledge into mathematical patterns, as allow one to convert
theoretical relations into custom functions of input variables; in turn, the resulting representations
constitute the atomic elements (i.e. features), which are linearly combined to generate predictions.
This process easily let assess whether the provided relations are leveraged in a way consistent with
expectations - for example, whether there is an inverse relation between the estimated phase of the
economical cycle and decay rates (as expected).

4.1 G-RiskPar

G-RiskPar approach is characterised by leveraging BACE methodology, providing the benefit of
automatising the variable selection phase - which might be complex and time consuming especially
when the number of models to be estimated is large. Indeed, the final coefficient estimator E(βi|y)
used to calculate forecasts is a weighted average, with weights equal to the posterior probability of
each OLS regression model. Therefore, models containing insignificant variables (high residual sum
of squares) will be assigned to low posterior probabilities, making coefficients of those variables
close to 0. On the contrary, regressing granular decay rates at the industry sector level over a
set of macroeconomic variables would require variable selection analysis for each industry sector.
The complexity could even increase considering other dimensions other than industry, such as
geography, leading to a remarkable comparative advantage of this technique in the context of
“thematic” stress testing. Moreover, once a set of macroeconomic variables has been identified and
their historical series have been collected, they become input for all models under analysis without
discrimination and the role of the researcher is limited to the choice of the prior’s hyperparameter,
representing the optimal maximum number of independent variables to be included in each OLS
regression. This is a powerful feature of the methodology, directly inherited from Bayesian statistics.
Apparently, the fact that all the initial macrovariables consistently enter the final model might
be seen as a problematic aspect of this modeling approach. Some model builders might want to
have more control on variable selection phase and weight more some specific macro drivers while
excluding others from the process. As we have described above, using BACE, relevant drivers are
algorithmically selected by the procedure. This fact does not turn out to be a great issue, since
clearly the model builder is free to select variables in the initial pool according to expert-based
considerations and also impose constraints in the specific linear models to be used for the final
averaging. In this way it is possible to restore a degree of manual control on the model in case of
need.

One more possible drawback of the approach is that BACE models, in order to be used in
practical forecasting, need a full set of specifications of scenario macrovariables, which is something
that may not be typically available to the user.

One way to solve this has been proposed in the direct implementation of the BACE methodology
performed for GRisk-Par. Here Vector Autoregressive Models (VAR) are used when a complete set
of macroeconomic scenarios related to all variables included in model specification is not available,
but only some subset of it. In such cases, traditional approaches would not be able to estimate
forecasts of the target variable and therefore be forced to remove from the model specification all
variables for which no scenario is available. VAR models allow, through the calculation of the

www.iasonltd.com 13



Research Paper Series

variance covariance matrix, to compute estimates for unavailable scenarios, as long as their historical
series is accessible and used as an input into the system of equations.

4.2 MLRisk

MLRisk aims at combining benefits from theory-driven statistical modeling with data-driven
Machine Learning. As discussed, the use of linear models allow to maintain a high degree of control
on how information is processed to generate predictions. This is crucial to ascertain the consistency
between mathematical representations and domain knowledge. However, data contain fine-grained
information which can be extracted by data-driven methods and leveraged to increase predictive
power. Specifically, the benefits of statistical linear models are preserved by maintaining a linear
relationship between predictors and the target variable. At the same time, data-driven techniques
are used to unfold patterns contained in raw data and use this information to tune up raw variables
into meaningful predictors, during the feature engineering process.

To make this point clearer, consider the emblematic case of Consumer price index (CPI), an
important variable which is used to model the effect of inflation on Decay rates. Financial knowledge,
as well as a closer analysis of available data, reveal such a relation being extremely complex, as both
observed variables (e.g. interest rate) and unobserved variables (e.g. consumer spending habits)
interact with the scalar inflation value. As a result, the impact of the CPI on decay rates changes
when inflation exceeds certain thresholds. Therefore, a linear relation between CPI and decay rates
cannot provide a reasonable approximation of the real economic dynamic, except for a limited range
of CPI values. Notably, data samples (e.g. data in time-range 2000-2021) may suggest a strong
correlation between CPI and decay rates, returning the misleading impression of legitimating a
straightforward linear relation. However, a deeper investigation reveals that such a linear relation
only holds for the considered time period where inflation has never exceeded 3.5%, laying between
0 and 2% for most of the time. In fact, a thorough analysis reveals that such a relation revers for
inflation values outside the observed range. Therefore, ignoring this pattern would cause severe
predictive biases for scenarios with more pronounced levels of CPI.

Domain knowledge points to several similar examples, but even more are highlighted by data-
driven analyses, especially in the context of temporal unfolding of the effect of macroeconomic
changes. MLRisk harnesses such extracted information by first estimating the shape of the relation
between predictive and target variables, then by leveraging a linear model to estimate the magnitude
of those relationships. This approach allows to validate both the type of relationship and the
estimated impact from a theoretical as well as a statistical perspective. From a certain point of view,
MLRisk can be compared to Neural Network approaches.

In the simplest case of a Multilayer Perceptron (MP), input information is combined and
converted into a representation affine to the predicted target, through a series of linear combinations
alternated with arbitrary non-linear transformations. Finally, the resulting representation is leveraged
to predict the target variable through a simple linear combination. The whole process is data-driven
and converges to a certain representation by minimizing a given loss function. MLRisk follows
the same approach, with the exception that transformations are not purely data-driven but theory-
driven. Moreover, as Neural Network, MLRisk takes advantage of several regularization methods to
improve the generalizability of the model to unexposed data.

4.3 Causal AI

G-RiskPar and MLRisk do not address some points particularly relevant to Satellite Models. For
example, a complete specification of a scenario variables is required to produce risk estimates.
However, this requirement reduces the possibility of querying the model, asking question such
as what would happen if oil price increases by 50% (counterfactual reasoning). As oil price is
not independent from other variables, its increase affects other variables as well, but such an
indirect effect is neglected in the model, causing an estimation bias. In formal terms, traditional
models do not satisfy the graphical identifiability criteria for total effects, which is a requirement for
counterfactual reasoning [18]. Moreover, statistical and ML approaches use statistical co-occurrences
to predict. From an epistemological perspective, this is suboptimal, as co-occurrences may be
mediated by factors not explicitly described in data, such as social or political events. Causal

14 www.iasonltd.com



Research Paper Series

AI addresses these mentioned limits by uncovering causal links within data and disregarding
spurious associations. Furthermore, both variables and causal connections are treated as probability
distributions, in spite of single-point observations, or static parameters.

Overall, Causal AI introduces several important advantages, as increasing the generalizability
of the model by disregarding misleading relationships, and focusing on systematic causal factors.
Notably, Causal AI can also identify temporal fluctuations in causal connections between variables,
rather than establishing a fixed relationship for the entire time series. This is particularly important in
relation to Satellite Models, considering that several subtle and unmodelled events occurred during
the time span covered by historical records. Those events may include political, environmental,
social and technological changes which affect the relation between predictors and risk factors.
Furthermore, a natural consequence of the ability to treat variables and relations as probability
distributions is that predictions come in the form of probability distributions. In other words, Causal
AI predictions do not simply specify the most likely point estimate, but return the probability of
each possible realization of the target event. The greater the confidence in a certain outcome, the
greater the probability associated with it, resulting in other possible realizations being considered
more or less unlikely.

Managing probability distributions in spite of single-point predictions provides sticking advan-
tages from a risk management perspective. Consider, for example, an hypothetical disruptive event
E, whose probability to occur is as little as P(E) < 10−10. However, its impact I(E) is the default of
a financial institution. Traditional predictive methods would simply ignore it, which encourages
the false belief that E cannot happen, along with its implications. In contrast, Causal AI estimates
its probability to turn out. Such a probability is essential in computing the risk R(E) associated
to E, which is given by R(E) = I(E) · P(E). Although P(E) may be considered a non-significant
probability, the risk associated with event E requires to be addressed.

Finally, the Bayesian core of Causal AI allows to take into account information beyond evidence
in the form of associations between input data and outcomes. For example, domain experts can
typically estimate the probability range of a certain outcome or provide examples of extreme events,
which represent a sort of upper and lower bounds of the target interval. For instance, financial
analysts may point out that an hypothetical 500% increase in oil price would bring about the collapse
of a whole industrial sector with a certain probability (or a certain degree of belief). A similar ’belief ’
can be used to improve Causal AI, as is suitable to generate a probabilistic signal which can be
leveraged during optimization.

As can be seen, domain expertise plays a prominent role in Causal AI, because knowledge
and even believes can be straightforwardly integrated into the model without making further
assumptions. In fact, causal relationships can be specified a priori by domain experts, or can be
uncovered in a pure data-driven fashion. Furthermore, combinations of these two extreme cases
can be achieved, for example, by specifying some a priori causal connection and updating those
connections based on evidence, through Bayes’ rule. The same can be applied to the functional form
of the relation - although in the present work relations were maintained linear to keep consistency
with the other presented frameworks. For example, assuming a linear relation, in cases in which a
linear relation does not hold, would lead to estimate a wider probability distribution around the
parameters of the linear relation, signaling a high degree of epistemic uncertainty.

On the contrary, adopting another functional form may result in a decrease in epistemic uncer-
tainty, suggesting a better description of the dynamics reflected in the data. Crucially, enhancing the
complexity of the model does not expose to overfitting as in traditional approaches - or at least not
at the same degree - as all parameters in Causal AI are parametraised by a prior distribution, which
acts as a shrinkage factor.
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